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Abstract

The radio spectrum between 300 Hz and 10 kHz (ELF/VLF) has broad applications

to global communication, remote sensing of the ionosphere and magnetosphere, and

subterranean prospecting. While lightning is a dominant source of these radio waves,

artificial generation of these waves has posed an enduring challenge to scientists and

engineers, due to the extremely long wavelengths (30-1000 km) and the lossiness of

the Earth’s surface at these frequencies.

Recently, ELF/VLF waves have been successfully generated by high frequency

(HF, 3-10 MHz) heating of the lower ionosphere (60-100 km altitude), which changes

the atmospheric plasma conductivity. In the presence of natural currents such as the

auroral electrojet, ON-OFF modulation of this HF energy can impose an ELF/VLF

alternating current onto those natural currents. This technique turns the lower

atmosphere into a large antenna, which radiates energy downward into the Earth-

ionosphere waveguide and upward into the magnetosphere.

While this technique remains one of the few means of reliable ELF/VLF wave

generation, HF to ELF/VLF conversion efficiencies remain quite low. Utilizing the 3.6

MW HAARP HF heating facility in Alaska, we show that proper utilization of motion

of the HF beam can boost the generated ELF/VLF wave power by as much as tenfold.

Furthermore, as a result of having effectively created the world’s first controllable

large-element ELF/VLF phased array, directional launching of this energy becomes

possible. We utilize theoretical models of the HF heating and cooling process, and of

ELF/VLF wave propagation, to illuminate the observations and identify the physical

mechanisms underlying the wave generation, particularly as it relates to motion of

the HF beam.
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Chapter 1

Introduction

Hello and welcome to my thesis. Relax and enjoy the ride. We will explore the gener-

ation of extremely low frequency and very low frequency (ELF/VLF) electromagnetic

waves between 300 Hz−30 kHz. We consider a method of generation in which the

Earth’s upper atmosphere (60−100 km) is modified in such a way that it becomes a

large antenna. The modification occurs by heating of free electrons with High Fre-

quency (HF) waves between ∼3 and 10 MHz. The applicability of this method arises

from the fact that at ELF/VLF frequencies, wavelengths are extremely long (10−1000

km), making a more conventional antenna structure difficult, costly, and limited in

ability. In this chapter, we discuss the general problem at hand and describe the

physical environment in which our experimental observations and theoretical models

operate. We also review the history of experimental and theoretical efforts in the field

of ELF/VLF wave generation via ionospheric HF heating.

1.1 The ionosphere

The Earth’s atmosphere on the surface, where we breathe, consists almost entirely of

neutral nitrogen and oxygen gas molecules. On the other hand, the space environment

surrounding the Earth (known as the magnetosphere), consists almost entirely of

charged particles (electrons, protons, or ions), the densities of which are many orders

of magnitude lower than the air on Earth. Because the particles in the magnetosphere

1
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Figure 1.1: The ionosphere

are so spread out, collisions with one another and with ever fewer neutral molecules

are rare, and their motion is greatly affected by the Earth’s magnetic field. The

ionosphere is essentially the transition between these two regions, extending over

altitudes above the Earth’s surface between 50 km and 1000 km. Both the ionosphere

and magnetosphere are examples of plasmas, nominally the fourth state of matter

(after solid, liquid, gas). In a plasma, a substantial number of charged particles exist

to create a shielding effect (known as Debye shielding) which tends to acts against

the development and maintenance of quasi-static electromagnetic fields (at least in

a plasma without an externally applied magnetic field), since the charged particles

rearrange so as to cancel out those fields. More details on the relevant physics are

given in Chapter 2.

The left hand panel of Figure 1.1 shows the structure of the ionosphere’s vertical

profile, with electron density (Ne) in logarithmic scale on the horizontal axis, as a

function of the altitude above the Earth’s surface on the vertical axis. The daytime

ionospheric profile is shown with a solid line, the nighttime ionospheric profile in

dashed line. The data come from the International Reference Ionosphere (IRI) 2007

model, an empirical model of ionospheric parameters taking into account basic diur-

nal, seasonal and geographic variations, for 01-Jan-2009, at the geographic location

(0,0), at 00 UT (midnight) and 12 UT (high noon).

The sun’s radiation dominates the dynamics of the ionosphere, as the impingement
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of high energy (extreme ultraviolet and higher) photons on the atmospheric molecules

is the primary source of ionization. For this reason, the structure of the ionosphere is

radically different between nighttime and daytime. At night, with the sun’s ionization

source gone, the F region ionization level is maintained by a diffusive flow of plasma

from the inner magnetosphere (where recombination is much slower, so the ionization

persists), and this flow is subsequently forced back out during the daytime [Tascione,

1994, pg.96]. The D and E regions, on the other hand, are maintained at nighttime

by a steady flow of cosmic rays from extrasolar sources.

The dynamics of the D and E regions are complicated. On top of strong diurnal

and seasonal changes, the electron density can change drastically and rapidly as a

result of energetic particle precipitation or other magnetospheric activity, particularly

at night. The right panel of Figure 1.1 shows more detail on the electron density in

the lower portion of the ionosphere, and its variability from day to night, and winter

to summer. The IRI typically does not define the electron density in the lowest parts

of the D region, since the numbers become so small and variable. Below this altitude,

the electron densities are generally extrapolated with an exponential decrease, in line

with a two-parameter ionosphere described by Wait and Spites [1964], defined by

Ne(h) = Nhmin
e e−βh (1.1)

where Nhmin
e is the lowest defined electron density in the IRI, and h is km below that

altitude. The steepness parameter, β, is taken to be −0.15 km−1 in the daytime, and

−0.35km−1 in the nighttime. Some typical values of a two-parameter ionosphere in

the D and E regions can be found in Thomson et al. [2007] and Thomson [1993].

The IRI inputs are calculated for the location 62.39◦N, 214.85◦E, where the re-

search facility in Alaska central to this work is located. The summer ionospheres are

calculated for 01-Jul-2000, and winter ionospheres for 01-Jan-2000. The nighttime

ionospheres are calculated for 02:00 local time, and the daytime ionospheres for 14:00

local time. The four ionospheres shown here are referred to repeatedly in this disser-

tation. The IRI also gives the ambient temperature, which varies between 180 and

240 K in this altitude range, and the neutral molecular densities.
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1.2 Magnetosphere-ionosphere coupling

Although electromagnetic radiation from the sun and cosmic rays are chiefly respon-

sible for the formation of the ionosphere, a larger region around the Earth, known as

the magnetosphere, is shaped by the interaction of the so-called ‘solar wind’ with the

Earth’s magnetic field. The solar wind consists mostly of protons and electrons at

1 keV energy, originating from the sun, traveling at ∼400−500 km/s, and consisting

typically of ∼5 protons or electrons per cm3 [Tascione, 1994, ch.3]. The geomagnetic

field of the Earth, however, acts to block this flow and deflect these particles. The re-

sult is that Earth’s magnetic field lines (which have roughly a magnetic dipole pattern

within a few Earth radii of the surface) are squashed in on the day side of the Earth,

and elongated into a tail on the night side. Figure 1.2 (available from NASA) shows

the basic structure of the Sun-Earth system and formation of the magnetosphere (not

to scale). The resulting current systems and dynamics of the magnetosphere driven

by the solar wind interaction with the geomagnetic field are in general very compli-

cated, and lead to a broad array of phenomena. For instance, some of the solar wind

that penetrates into the magnetosphere becomes trapped by the geomagnetic field,

forming two bands of energetic particles known as the Van Allen radiation belts.

In this dissertation, we are interested in one particular aspect through which the

magnetosphere system couples with the ionosphere. Above a portion of the high lati-

tude ionosphere known as the auroral zone, strong electric fields in the magnetosphere

accelerate energetic electrons in the magnetosphere. Since electrical conductivity is

much higher along the magnetic field in a magnetized plasma, the resulting current

moves primarily along the geomagnetic field line. At high latitudes, the geomagnetic

field lines are close to vertical, connecting the ionosphere to the magnetosphere, and

driving a current upward into the magnetosphere (or, electrons accelerated downward

into the atmosphere). The collision of these ‘precipitating’ electrons with the neutral

atmosphere is primarily responsible for the aurora borealis (in the northern hemi-

sphere) and the aurora australis (in the southern hemisphere), pictured in the right

part of Figure 1.3, which arise from photons emitted as a result of these collisions.

Since these currents typically persist far longer than charges can be sustained in



CHAPTER 1. INTRODUCTION 5

Figure 1.2: The magnetosphere in the solar wind

the plasma, the currents must in general be closed in a loop. An opposite current

therefore must also be present coming into the ionosphere, forming what are often

called Birkeland currents. The Birkeland currents connect at different latitudes, so

there must also be electric fields horizontally within the ionosphere connecting these

upward and downward currents, and this system is known as the auroral electrojet.

Figure 1.3, left panel, shows a schematic of the typical auroral electrojet system,

as would be viewed from a point one Earth radius above the surface. The magnetic

north pole is located at 82.7◦N, 110.8◦W as of 2005. The so-called ‘auroral oval’ is

shown in shades of red, and is the portion of the ionosphere with elevated conductivity

as a result of electron precipitation, with brighter red indicating higher conductivity.

The precipitation (and the conductivity) tends to be higher on the night side of the

oval [Baumjohann, 1983]. In addition, the auroral oval is not exactly centered around

the magnetic north pole, but is shifted by ∼4◦ away from the sun [Baumjohann,

1983].

The auroral electrojet is highly variable. Its size and extent is largely a function

of solar and geomagnetic activity. During geomagnetic storms, the auroral electrojet
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region expands southward. The right hand photos in Figure 1.3 are taken near Chis-

tochina, Alaska, of roughly the same portion of the sky, but only 4 minutes apart

(the top photo being earlier), on the morning of 11-March, 2006. The structure and

color of the aurora can be seen to dramatically change despite the small time between

the two photos, showing that this particular signature of magnetosphere-ionosphere

coupling can exhibit rapid variations.

The arrows in Figure 1.3 indicate the electric field lines, which are typically pointed

roughly in the north-south geomagnetic direction, but there are two diurnal discon-

tinuities [Baumjohann, 1983]. In the few hours before midnight, the direction of the

electric field changes from northward to southward, and this transition is known as

the Harang discontinuity [Baumjohann, 1983]. At midday, the auroral electrojet fields

typically are weaker.

The electric field generally in the north-south geomagnetic direction also generates

horizontal currents that are in the east-west direction (due to the anisotropic iono-

spheric conductivity discussed in Chapter 2). In this thesis, we consider a method of

ionospheric variation which modulates a small geographic portion of these typically

east-west auroral electrojet currents, by changing the conductivity of the ionosphere

with radio frequency (RF) heating. The RF heating facility is known as the High

Frequency Active Auroral Research Program (HAARP), whose location (indicated in

green on the map) is typically near the southern edge of the auroral oval, at Gakona,

Alaska.

1.3 ELF and VLF waves

The D region of the ionosphere lies at altitudes that are very difficult to access for

the purpose of taking measurements. The current record-high (unmanned) balloon

flight height reached 53 km, by Japan Aerospace Exploration Agency, in 2002. On

the other hand, satellites cannot orbit below 200−400 km altitude, since the drag

forces of the atmosphere would be too high. The inaccessibility of these altitudes to

direct measurements have consequently earned the D region the title ‘ignorosphere’.

One method of deriving information about the ionosphere is to send rockets
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through it, and record during the upward and downward passes. While rocket passes

can provide direct information on the structure of the ionosphere, remote radio sens-

ing is the only reliable means of continuous ionospheric monitoring. In particular,

radio frequencies in the so-called Extremely Low Frequency (ELF, defined here as

300−3000 Hz) and Very Low Frequency (VLF, defined here as 3−30 kHz) are uniquely

well suited to remote sensing of the D region, due to the fact that the D region re-

flects a significant portion of ELF/VLF energy (as is discussed in Chapter 2). Hence,

changing conditions in the D region manifest as changes in the reflection conditions

of these ELF/VLF waves. Disturbances in the D region can be associated with a

wide variety of natural events, including solar flares [Mitra, 1974], lightning-induced

heating and ionization [Inan et al., 1993], lightning-induced electron precipitation

[Peter and Inan, 2007], auroral precipitation [Cummer et al., 1997], cosmic gamma-

rays [Fishman and Inan, 1988; Inan et al., 2007b], geomagnetic activity [Peter and

Inan, 2006; Rodger et al., 2007], and possibly earthquakes [Molchanov and Hayakawa,

1999].

ELF and VLF waves have also been observed to significantly impact the dy-

namics of energetic particles in the Van Allen radiation belts. For instance, it has

long been known that lightning-generated ELF/VLF waves can escape the atmo-

sphere, and propagate in the so-called whistler-mode, with right hand circular po-

larization in the magnetospheric plasma [Helliwell , 1965]. Under certain conditions,

these whistler waves can interact with energetic electrons, causing precipitation of pre-

viously trapped particles [Inan et al., 2007c]. In addition, the propagating whistler

wave can exchange energy with the particles, and as the wave and particle properties

evolve, the whistler wave can be amplified and exhibit nonlinear triggering of different

frequencies [Gibby et al., 2008, and references therein]. The magnetosphere can also

generates its own ELF/VLF waves such as chorus [Sazhin and Hayakawa, 1992] and

hiss [Hayakawa and Sazhin, 1992] under certain conditions.

Furthermore, the Earth (both land and sea) is a good conductor at ELF/VLF,

so that wave energy is trapped in the so-called Earth-ionosphere waveguide between

the ground and the D/E region, and signals can travel to global distances with

minimum (a few dB per Mm) attenuation [Davies , 1990, pg.389]. For instance, it
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has long been known that lightning strokes emit the bulk of their electromagnetic

energy in the ELF/VLF frequency range [Uman, 1987, pg.118], due to the typical

time scales involved. The electromagnetic signatures of these strokes, known as radio

atmospherics, or ‘sferics’, can be detected at global distances from the source [Cohen

et al., 2006], and often reveal information about the characteristics of the lightning

source [Reising et al., 1996; Cummer and Inan, 1997; Inan et al., 2006] as well the

D-region ionospheric path in between [Cummer et al., 1998].

In addition to its uses for geophysical remote sensing, the high reflectivity of

ELF/VLF waves off the D region (and the Earth) suggests a number of practical

benefits. For instance, precise navigation can be achieved by receiving signals from

multiple VLF transmitters, and applying phase-coherent triangulation. The ‘Omega’

system [Swanson, 1983], in operation until 30-September 1997, enabled precise nav-

igation on the surface of the Earth long before the advent of the Global Positioning

System (GPS), using a set of VLF transmitters between 10 and 15 kHz frequencies

scattered around the world. The smaller ‘Alpha’ system [Inan et al., 1984], oper-

ated by Russia, is still in operation with three transmitters across Russia. The LOng

Range Aid to Navigation (LORAN) network [United States Coast Guard , 1980], still

in operation, utilizes waves in the Low Frequency band (∼100 kHz), with dozens of

transmitters around the world [Frank , 1983].

ELF/VLF waves are also practical for communications with submerged submarines,

due to the extremely long wavelengths (10−1000 km), enabling the energy to pene-

trate many meters into highly conductive (σ ∼=4) seawater, via the skin effect. The

ground-penetrating applications of ELF/VLF waves also make it useful for geophys-

ical prospecting [McNeil and Labson, 1991], and imaging of underground structures.

1.4 ELF/VLF wave generation

Despite the broad applications to remote sensing, navigation, communication, and

geophysical prospecting, ELF/VLF waves are difficult to generate for the purpose of

controlled experiments. Different kinds of traditional and novel antennas for electro-

magnetic wave generation are used for a dizzying array of applications, like television,
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AM/FM radio, wireless phones, medical devices, aircraft communications, radars,

and much more. But ELF/VLF waves are not so easy to generate with conventional

antennas.

Consider the fact that the wavelength (λ) at these frequencies is between 10−1000

km. Construction of a half-wave dipole would therefore need an antenna of these

length scales. A practically realizable antenna, oriented vertically and powered from

the ground, invariably has an extremely short length compared to λ. For such elec-

trically short antennas, the entire conductor is quite nearly an equipotential surface,

since the time it takes for the voltages to propagate from the feed point to the ends

of the antenna is negligible compared to the ELF/VLF period. So applying a voltage

to the feed point generates a current signal which propagates out to the ends of the

antenna and reflects, with the reflected current nearly canceling the outgoing current.

With only small net currents, charges cannot be separated along the antenna, and so

potential differences along the antenna are also small. In essence, the resistance of

the antenna for radiating is small, since a large current creates only small potential

differences along the antenna. Antennas are often characterized by this ‘radiation

resistance’, which, for an electrically short monopole antenna above a ground plane,

is given by

Rs = 40

(
π
h

λ

)2

(1.2)

where h is the length of the antenna and λ is the wavelength [Stutzman and Thiele,

1998, pg.66]. Rs is therefore only 6.3 mΩ for a 100 meter tall antenna at 15 kHz.

Therefore, radiation with any acceptable efficiency can only be achieved if the impedance

of the source driving the antenna is close to this value (and this includes any ohmic

losses from the finite conductivity of the antenna itself). Practically speaking, such

small output impedances requires tuning of reactive load elements to cancel out as

much of the impedance as possible, and this can only be achieved over a narrow res-

onant frequency range. A thorough discussion of the engineering tradeoffs involved

in this type of design is given by Watt [1967, ch.2]. Even within this narrow fre-

quency range, the voltages driving the antenna must be extremely high in order to
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Figure 1.4: A VLF transmitter

have sufficient current, causing engineering problems with arcing. A number of these

VLF transmitters are, nevertheless, currently in operation. The left side of Figure

1.4, adapted from Figure 2.8.11 of Watt [1967], shows a diagram of the NAA trans-

mitter in Cutler, Maine, showing the complicated mast structure needed to erect and

support the large VLF transmitter. A satellite image of NAA from Google Earth

(44.646◦N, 67.281◦W), is shown on the right side of Figure 1.4.

Below 10 kHz, the requirements of the tuning elements become sufficiently ex-

treme (in order to match the small radiation resistance) that a vertical monopole is

not practical [Barr et al., 2000], and the radiation resistance must be increased with

a longer antenna. Koons and Dazey [1983] report some success with ELF/VLF gen-

eration via an antenna with one end lofted up to 1.5 km high on balloons, achieving

100 W of radiated power at 6.6 kHz, but such a system would be difficult and costly

to operate continuously. A second possible strategy is therefore to lay a long an-

tenna along the ground, which can in practice be made much longer. Unfortunately,

the presence of the conducting ground acts to effectively set up a nearly equal but

opposite image current just below the ground, which cancels out the radiation. For

instance, Dazey and Koons [1982] report on the use of 10.6 km long power trans-

mission line at Kafjord, Norway, in order to transmit signals to the SCATHA and

GEOS spacecrafts, but managed to radiate 0.17−0.79 W at 1280 Hz. The ELF fa-

cility located in Wisconsin and Michigan utilized grounded horizontal wire operated
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at 76 Hz, but even with an antenna length of 150 km, managed to radiate only ∼10

W [Jones , 1995]. An ELF antenna operating at Siple Station, Antarctica [Helliwell

and Katsufrakis , 1974], was able to effectively lift the antenna ∼2 km off the Earth

(and therefore separate the image current from the antenna current by 4 km), since

it was built on top of a thick (poorly conducting) antarctic ice sheet, but even so,

was able to achieve radiation efficiency of only a few percent [Raghuram et al., 1974]

between 1 and 10 kHz. More recently, a 6.25 km long horizontal dipole antenna has

been constructed at the South Pole for use as a VLF beacon, radiating a few hundred

watts at 19.4 kHz [Chevalier et al., 2007].

Both the vertical dipole (typically used for ∼10−30 kHz) and the horizontal dipole

(demonstrated at 76 Hz) are generally very expensive to build, cannot be moved,

operate in only a narrow frequency range, and have no directional control of the

radiated VLF waves.

A number of less conventional ELF/VLF wave generation techniques have tried

to overcome the limitations of these antenna constructions. Gould [1961] used a

conductor connected across an isthmus between two land masses in Scotland and

observed resonances due to current flow around the two landmasses. Although small

VLF fields were measured, the conductivity difference between the sea and the rocky

land was insufficient to be effective [Galejs , 1962]. Barr et al. [1993] tried making a

large loop antenna strung over the top of a mountain and through a tunnel passing

inside it, in New Zealand, but only radiated at 0.00075% efficiency at 10 kHz. Longer

VLF antennas deployed from balloons can achieve good efficiency [Field et al., 1989],

but obviously cannot be maintained and powered indefinitely.

In recent decades, considerable research effort has been directed toward the gener-

ation of a source of ELF/VLF waves embedded in the ionosphere. The idea is to turn

the lower ionosphere into a large radiating antenna by modulating the ionospheric

conductivity. In the presence of natural electric fields in the ionosphere, modulated

ionospheric conductivity will also modulate these currents. A more detailed discus-

sion of the physics is given in Chapter 2 of this dissertation. For now, it suffices to

say that the modification is achieved with intense Radio Frequency (RF) radiation di-

rected at the ionosphere in the presence of natural ionospheric currents. The auroral
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Figure 1.5: Illumination by an ionospheric source

electrojet currents are one such possible natural current system.

Figure 1.5 shows how an ionospheric source would illuminate both the Earth-

ionosphere waveguide, and the magnetospheric region above. The Earth-ionosphere

waveguide energy can be used to remotely sense ionospheric disturbances, or un-

derground structures. Under special conditions, the ELF energy escaping into the

magnetosphere can interact with radiation belt particles, undergo amplification, and

be detected at the geomagnetic conjugate point or after reflection back to the source

region [Inan et al., 2004; Go lkowski et al., 2008]. Both illumination of the Earth-

ionosphere waveguide and magnetospheric probing with ELF wave injection are prac-

tical motivations for producing ELF/VLF waves via modulated HF heating.

1.5 Some history

Research in ionospheric modification with powerful RF waves, and more specifically,

ELF/VLF wave generation, has been conducted at a number of facilities worldwide for
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the past few decades. These antenna arrays are able to focus RF energy in a narrow

beam upward, with constructive interference from an array of HF transmitters, often

in a grid pattern. In focusing the RF energy, the power density in the center of the

beam (Scenter)can be written as

Scenter =
GPrad

4πr2
(1.3)

where G is the ‘gain’ or directivity of the antenna, r is the distance to the antenna,

and Prad is the total radiated power. G is defined as the ratio of the maximum power

density at any angle from the source to the average power density over all angles from

the source, so Scenter is equivalent to the power density from an antenna that has no

directivity (G=1), but has radiated power GPrad. This quantity is known as the

‘effective radiated power’ (ERP), and measures the equivalent transmitting power

level that would be required to produce the center-of-beam power density, if that

transmitter radiated power evenly in all directions. Table 1.1 lists the ionospheric

heaters that we refer to in this dissertation, along with the location, Prad, ERP, and

RF frequencies. All but one of the facilities utilize RF radiation generally in the High

Frequency (HF, 3−30 MHz) range.

The earliest attempt (at least in the United States) to modify the ionosphere

with high power RF radio waves may have been spearheaded by Stanford University

[Potemra, 1963], but this effort apparently yielded no evidence of electron heating,

even in the F region, perhaps due to the use of only 40 kW of power in an 8-

element array. The first successful ionospheric modification experiments (at least in

the United States) took place in Platteville, Colorado beginning in 1968. The first

scientific results are given by [Utlaut , 1970], and the array itself is described in detail

by Carroll et al. [1974]. Nominally built for modification of the F region, a number

of measurable effects of the heating resulted, including spread-F , broadband echoes,

airglow, and infrared radiation [Utlaut and Cohen, 1971].

D region modification was also observed in the Platteville experiments, using the

technique of VLF remote sensing. When the HF heating was turned on, changes were

observed in the amplitude and phase of a VLF transmitter signal originating 64 km
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Location and Year Coordinates f (MHz) Prad (kW) ERP (MW)
40.2◦N 2.75 2000 50

Platteville, Colorado (1968)
104.7◦W 10.0 2000 50
56.3◦N 4.62 130 15

Gor’kii, Russia (1973)
44.0◦E 5.75 130 22
56.3◦N 4.5 750 150

SURA, Russia (1982)
44.0◦E 9.0 750 320
67.9◦N

Monchegorsk, Russia (1976)
32.9◦E

3.3 80 10

69.6◦N 2.75 1200 300
Tromsø, Norway (1980)

19.2◦E 8.0 1400 350
69.6◦N

Tromsø, Norway (1990)
19.2◦E

5.42 1080 1000

18.5◦N 3.0 800 160
Islote, Puerto Rico (1980)

66.7◦W 12.0 800 320
12.0◦N

Jicamarca, Peru (1983)
76.9◦W

49.9 350 5547

64.9◦N 2.85 800 70
HIPAS, Alaska (1987)

146.8◦W 4.53 800 70
62.4◦N 2.8 960 11

HAARP, Alaska (2003)
145.2◦W 9.5 960 330
62.4◦N 2.8 3600 420

HAARP, Alaska (2007)
145.2◦W 9.5 3600 3800

Table 1.1: Ionospheric heating facilities
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from Platteville and detected at a receiver site 64 km from Platteville in the opposite

direction [Jones et al., 1972]. Since VLF waves are reflected in the D region, this

observation implied that electron temperature and collision frequency were modified

well below the F region. The Platteville HF heater operated until 1984, but did not

conduct experiments on ELF/VLF wave generation via modulation of the HF energy.

Much of the development of ELF/VLF wave generation experiments were con-

ducted in parallel at facilities on both sides of the East-West Cold War division. How-

ever, the first observation that modulation of this HF heating can produce ELF/VLF

waves were made by Getmantsev et al. [1974], at a facility near Gor’kii, Russia, though

the initial suggestion dates back much earlier [Ginzburg and Gurevich, 1960]. For this

reason, ELF/VLF wave generation via modulated HF heating is referred to by some

Russian authors as the ‘Getmantsev effect’.

At Gor’kii, the HF power was amplitude modulated at a variety of frequencies

between 1.2 and 7 kHz, and small signals (0.02 µV/m) at the modulation frequency

were detected. Budilin et al. [1977] confirmed that the signals originated from the

lower ionosphere, by measuring the phase (and therefore the delay) as a function of

ELF/VLF frequency. These experiments generated only weak signals in large part

due to being at mid-latitudes, where only the weak ‘Sq’ wind-driven currents are

present in the ionosphere [Belyaev et al., 1987]. However, at the suggestion of Kotik

and Trakhtengerts [1975], experiments are presented by Kapustin et al. [1977] near

Monchegorsk, Russia, in the presence of the auroral electrojet. Although the lack of

calibrated data made it impossible to directly compare the signal strengths to the

mid-latitude observation, the amplitude of the resulting ELF/VLF signal is found

to be a strong function of the electrojet location (as determined with magnetometer

measurements) with a maximum when the electrojet was overhead, indicating that

the electrojet acts to strongly enhance the wave generation by providing a natural

current source. Research continued at the Gor’kii facility, and the HF heater was

later upgraded and named ‘SURA’.

The HF array facility near Tromsø, Norway, operated by the European Incoherent

Scatter Scientific Association (EISCAT), began operation in 1980 and was almost

immediately used for ELF/VLF wave generation [Stubbe et al., 1981], where one of
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three different arrays (for three different HF frequency ranges) could be utilized. One

of the arrays was subsequently upgraded in 1990 [Barr and Stubbe, 1991a].

The Islote facility, near Arecibo, Puerto Rico, operated in the absence of a dom-

inant natural current system, similar to the facility in Gor’kii. Ferraro et al. [1982]

present data showing detection of signal levels of ∼10−9 A/m, between 500−5000 Hz,

with further analysis of the signals by Ferraro et al. [1984].

The Jicamarca facility is a radar facility in the Very High Frequency (30−300

MHz) band. Although the operating frequency is much higher than the other facilities,

the Jicamarca radar was able to generate ELF/VLF radiation at 2.5 kHz with pulsed

(5% duty cycle) VHF [Lunnen et al., 1984]. Despite the pulsed nature and the

higher frequency (which, as is discussed later, is less advantageous for ELF/VLF

wave generation), the Jicamarca experiments had the advantage of lying beneath

another natural current system known as the equatorial electrojet. There have been

few experiments on modulation of the equatorial electrojet, and this topic could be

a significant area of future research in ionospheric modification.

Two additional facilities were constructed in Alaska for the purpose of heating

the auroral ionosphere. The High Power Auroral Stimulation facility (HIPAS) uti-

lizes equipment and modified designs originally used at Platteville [Wong et al., 1990],

and began operation in 1987. Like the Tromsø facility, HIPAS was almost immedi-

ately utilized to demonstrate ELF/VLF wave generation [Ferraro et al., 1989], with

amplitudes as high as 0.8 pT.

The most recent facility to begin operation is the High Frequency Active Auro-

ral Research Program (HAARP). The HAARP facility was built in three stages, the

latter two being completed in 2003 and then 2007. Again demonstrating the strong

interest in ELF/VLF wave generation, Milikh et al. [1999] conduct experiments on

modulated heating even at the very early construction stage known as the ‘develop-

mental prototype’, which produced only 10 MW of ERP. Milikh et al. [1999] are also

the first to utilize two nearby HF heating facilities, with simultaneous detection of

ELF/VLF signals from HAARP and HIPAS HF heating. In this dissertation, we use

experimental data obtained with the HAARP facility. A picture of the HF antenna

array, known as the Ionospheric Research Instrument, is shown in Figure 1.6, as of
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Figure 1.6: The HAARP HF heating facility

August 2005. The HAARP facility utilizes 3.6 MW of power, but some power is

reflected at the antenna array (due to imperfect impedance matching between the

near-field coupled antenna elements), so actual radiated power is slightly less. Ap-

pendix B discusses the actual transmitted powers and ERPs for a number of different

HAARP beam modes.

1.6 Review of past work

We now review some of the past efforts in the field of HF ionospheric heating, focusing

specifically on ELF/VLF generation. We consider a number of broad topics that have

been given significant research attention, both theoretically and experimentally.
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1.6.1 Local geomagnetic conditions

Many of the earlier efforts in ELF/VLF wave generation concerned its connection

to geomagnetic activity, such as the auroral electrojet strength and orientation, and

ionospheric conditions above the heater. These studies essentially discuss the usage

of HF heating facilities as a diagnostic tool for the ionosphere. For instance, some

studies have compared ELF/VLF amplitudes with other instrumental diagnostics.

Rietveld et al. [1983] show that the polarization of ELF/VLF signals observed near

Tromsø were highly correlated with the direction of the auroral electrojet fields as

measured by the Scandinavian Twin Auroral Radar Experiment (STARE) radar.

Rietveld et al. [1987] tracked the measurements over a 32 hour period, comparing

also to STARE, and data from a riometer and magnetometer. Jin et al. [2009] also

compare ELF/VLF generated amplitudes with data from a series of magnetometers in

Alaska. Rietveld et al. [1986] transmit HF pulses of varying lengths and observed the

ionospheric response, thereby allowing estimation of the characteristic heating and

cooling time constants. Rietveld and Stubbe [1987] discuss the possibility of using the

pulses as a diagnostic for the horizontal electrojet field structure. Papadopoulos et al.

[2005] discuss similar results and experiments on the variation in the detected field on

the ground from HF heating of varying pulse lengths, at the HAARP facility. Rietveld

et al. [1989] present a comprehensive examination of the amplitude and ionospheric

source height as a function of ELF/VLF frequency.

At the HIPAS facility, Li and Ferraro [1990] discuss estimation of the D-region

electron density by transmitting a series of ELF/VLF signals in frequency steps,

coupled with theoretical calculations of the reflection and transmission coefficients.

Lee et al. [1990] use ELF/VLF signal amplitudes and phases to detect and characterize

geomagnetic pulsations. Milikh et al. [1994] present hypothetical calculations of the

electron temperature and density that would result from the HAARP facility. Payne

et al. [2007] use a model of ELF/VLF generation, and measurements of the vertical

electric field on the ground and around the HAARP heated region, to determine the

direction of the auroral electrojet currents and fields. Cohen et al. [2008a] also discuss

the direction of the auroral electrojet fields, using measurements of the polarization

of ELF/VLF pulses at ∼700 km distance from the HAARP facility.
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1.6.2 Earth-ionosphere waveguide injection

A number of efforts have focused on characterization of the properties of the gen-

erated signals in illuminating the Earth-ionosphere waveguide. These studies have

addressed the feasibility of HF heating as a communication system for ELF/VLF

waves. Along with theoretical calculations, measurements are made at long enough

distances for propagating Earth-ionosphere waveguide modes to dominate the signal.

In a theoretical calculation, Barr and Stubbe [1984] evaluate the source power as a

function of frequency and ionospheric conditions, using the theory of reciprocity to

associate the ionospheric source with an equivalent ground-based source.

A number of experimental efforts have focused on detection of the ELF/VLF radi-

ation at increasingly long distances from the HF heating facility. Belyaev et al. [1987]

report that signals from Gor’kii were detected at ∼500 km distance, but provide no

other details. Another early effort is the report by Ferraro et al. [1982] of the possi-

ble detection of 2073 Hz signals in Pennsylvania, ∼6000 km distance from Tromsø,

although Barr et al. [1986] and Barr et al. [1991] strongly question the results. Barr

et al. [1985a] report a set of ELF/VLF detections in the Earth-ionosphere waveguide,

at distances of 200 km and 500 km from the Tromsø facility. Barr et al. [1986] made

use of the polarization of these signals, and showed that the frequency-dependence

of the polarization at these medium distance receivers is linked to ionospheric con-

ditions. Barr et al. [1991] detect signals at several frequencies ∼2000 km from the

Tromsø facility, and show a good match between the polarization of the received

signals, and predictions from a theoretical propagation model. Moore et al. [2007]

present a similar study at HAARP, with detection of 2125 Hz and 575 Hz at Midway

Atoll, ∼4400 km from HAARP, currently the most distant such detection. Signal

levels at Midway were ∼5 fT averaged over a 1-hour long integration. Using a prop-

agation model to link the received field value to a source power under a variety of

different ionospheric conditions, HF to ELF/VLF conversion efficiency of HAARP

into the Earth-ionosphere waveguide is estimated to be 0.0006% to 0.0032%. Cohen

et al. [2009, in press] present evidence of a much stronger detection at Midway Atoll,

shortly after the HAARP facility was upgraded. Signal amplitudes were in the range

15−20 fT, and were strong enough to be detected with integration times of less than a
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second. This particular instance is also presented in Appendix A of this dissertation.

McCarrick et al. [1990] show that frequencies in the Schumann resonance range

(11−76 Hz) can be excited using an ‘array dephasing’ technique that spreads the

beam power over a wider area, and found that the received signal (detected 35 km

away from HIPAS) was well correlated with electrojet activity. Carroll and Ferraro

[1990] present computer simulations of ELF/VLF injection into the Earth-ionosphere

waveguide from an ionospheric source.

1.6.3 Harmonic radiation and saturation

Since the response of the ionospheric conductivity to HF heating is highly nonlinear,

the harmonic content of generated ELF/VLF signals is not the same as the harmonic

content of the HF heating modulation function. In addition, the nonlinear dependence

on the conductivity change with HF power has produced interest in a saturation

process, or a point of diminishing return beyond which increasing powers yield little

or no enhancement in ELF/VLF wave amplitudes. Alternatively, it is suggested that

an increasing HF power may eventually trigger the beginning of an electron runaway

process which increases the efficiency [Papadopoulos et al., 1990]. In response to these

questions, a number of studies have sought to quantify the relationship between HF

power levels and harmonic content of the ELF/VLF signals.

James [1985], Rowland et al. [1996], and Pashin and Lyatsky [1997] present a

theoretical model of the HF heating process, tracking the ionospheric conductivities

as a function of time, and analyzing the resulting harmonic content. Barr and Stubbe

[1993] derive the heating and cooling time constants in the ionosphere experimentally,

and find that odd and even harmonics apparently yield different time constants. Barr

et al. [1999] take this one step further, finding that the odd and even harmonics are

in fact generated at different altitudes. Oikarinen et al. [1997] present experimental

observations of the harmonic content. Barr et al. [1999] deduce the ionospheric heat-

ing and cooling time constants from the harmonic content and suggest that different

harmonics are sourced at different altitudes due to the nonlinear heating process.
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Barr and Stubbe [1991a] experimentally explore the amplitude of generated ELF

and VLF waves as a function of ERP of the HF beam at Tromsø, and find no evidence

of a saturation process. On the other hand, Moore et al. [2006] explore the second

and third harmonics, and conclude that saturation is detectable with the earlier 960

kW HAARP facility. Moore [2007] present statistics indicating that detection of

saturation is a function of the HF frequency level, and the location of the receiver.

1.6.4 Magnetospheric injection

Some of the interest in ELF/VLF wave generation is based on its potential uses

for magnetospheric injection, for the purpose of controlled experiments on magneto-

spheric and radiation belt processes, such as wave-particle interactions and electron

precipitation. A large number of satellites (mostly in low earth orbit, or LEO, <1000

km altitude) have observed ELF/VLF signals generated with HF heating. However,

the nature of LEO satellite passes (i.e., rapid motion of the satellite during the brief

pass) has made it difficult to fully characterize (at least experimentally) the extent

and properties of magnetospheric injection.

James et al. [1984] observe ELF/VLF radiation from Tromsø on the ISIS-1 satel-

lite and compare to simultaneous ground measurements. James et al. [1990] subse-

quently observe signals with the DE-1 spacecraft, and discuss the harmonic content

of the received signal, spectral broadening and propagation delays. Lefeuvre et al.

[1985] observe ELF/VLF signals on the Aureol-3 satellite, from the Tromsø facility.

Kimura et al. [1991] and Kimura et al. [1994] observe signals from HIPAS and Tromsø,

respectively, on the Akebono satellite. Yagitani et al. [1994] construct a theoretical

model of the radiation to LEO altitudes, with Nagano et al. [1994] then presenting

an experiment at HIPAS with accompanying theoretical calculations.

A number of more recent detections have focused on the HAARP ELF/VLF signal

radiated into space. The particular interest in HAARP arises from its location, which

is just inside the plasmapause much of the time, therefore making it a good candidate

for magnetospheric injection that may lead to an amplification process, in particular,

after propagation in a ‘duct’ guiding structure. Platino et al. [2004] observed signals at
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27−29 Mm altitude, on the CLUSTER spacecraft. Platino et al. [2006] subsequently

observed signals at LEO altitudes on the DEMETER spacecraft. Further analysis

on DEMETER observations are presented by Piddyachiy et al. [2008], regarding a

narrow column of radiation (predicted by Lehtinen and Inan [2008]) extending into the

magnetosphere. Finally, magnetosperic injection with HAARP has yielded the first

examples of detectable wave-particle interactions initiated by ELF/VLF signals from

modulated HF heating, first reported by Inan et al. [2004], with additional analysis by

Go lkowski et al. [2008]. Go lkowski et al. [2009] also report cross modulation between

the signals returning to the HAARP region after two magnetospheric hops (and ∼8

seconds delay) and the modulated HF-heated ionosphere, strong evidence that the

magnetospherically propagating signals are injected very close to the HAARP facility.

1.6.5 Mobile heated region

Rietveld et al. [1984] introduce beam steering to the Tromsø array, by varying the

phase of the HF waveform along the rows of the array. This capability enabled

direction of the beam in the north-south direction, up to 37◦ from vertical in each

direction, so that the heated region of the ionosphere could effectively be moved

horizontally. Variations in the ELF/VLF amplitude at a nearby receiver as the beam

is directed are observed to be to connected to changes in the auroral electrojet field

strengths, as separately measured by the STARE radar [Rietveld et al., 1984].

Barr et al. [1985b] observe diffraction or scattering of VLF waves off of the HF-

heated portion of the ionosphere, detected at more distant transmitters. Using the

beam steering capability to move the heated region and therefore change the transmit-

ter to heated region to receiver angle, the scattering is found to be almost exclusively

in the forward direction, meaning it could be observed only on receivers positioned

such that the transmitter to receiver path crosses the heated region.

Barr et al. [1987] measure the ELF/VLF signal at a receiver ∼500 km to the

South of Tromsø, as a function of the beam steering angle (also in the north-south

direction), and showed that the phase of the data received could be largely attributed

to Earth-ionosphere waveguide properties. Barr et al. [1988] subsequently presented
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the amplitude data, and found that Earth-ionosphere waveguide propagation was not

sufficient to explain the results, but that the signal was also affected by the differences

in phase between different portions of the heated region, owing to the fact that the

HF energy took a finite time to reach the ionosphere, and this time delay varied across

the width of the HF beam.

1.6.6 Beam painting

In a significant effort to raise the efficiency of HF to ELF/VLF conversion, Papadopou-

los et al. [1989] and Papadopoulos et al. [1990] introduce a technique which subse-

quently became known as ‘beam painting’. The basic idea of beam painting is that

‘matching the operation of he HF heater to the nonlinear response of the ionospheric

plasma’ [Papadopoulos et al., 1989] can be achieved utilizing motion of a very high

ERP beam at rapid rate. The specifics of beam painting are described in Chapter

3, but it suffices here to say that the technique involves effectively increasing the

size of the ionospheric antenna. Barr and Stubbe [1991b] and Barr et al. [1999] both

perform tests with the Tromsø facility and find that the ERP of the HF beam (the

highest in the world at that time) is not sufficiently high for beam painting to yield

any practical benefit. It has therefore fallen to the upgraded HAARP facility, with

its unprecedented ERP and rapid beam steering ability, to address this possibility

more directly.

1.6.7 Alternative methods

In a continuing effort to increase the generated amplitudes of ELF/VLF waves, other

generation methods have been explored, particularly as an alternative to simply uti-

lizing amplitude modulation. Both Villaseñor et al. [1996] and Barr and Stubbe [1997]

discuss a ‘dual frequency’ or ‘CW’ mode (respectively named) in which the HF array

is split into two halves, and driven with HF frequencies differing by the ELF/VLF

frequency to be generated, essentially a beat-frequency method. Both studies con-

clude that amplitude modulation generates stronger ELF/VLF signals than the beat-

frequency technique. However, Barr and Stubbe [1997] suggested, based on theoretical
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calculations, that the CW technique would become substantially stronger for frequen-

cies above ∼3 kHz, in the direction from the array where the lower of the two HF

frequencies drives the array. Kuo et al. [1998] present further theoretical calculations

comparing beat-frequency with amplitude modulation.

Milikh and Papadopoulos [2007] discuss a method of increasing efficiency in which

the ionosphere is first heated continuously for several minutes, in order to build up a

higher electron density in the D-region and sharpen the gradient of the ionospheric

electron density profile, by lowering the electron-neutral attachment through long-

timescale heating. The higher and sharper electron densities could then be used in

ensuing minutes to generate ELF/VLF with better efficiency.

1.6.8 Ionospheric array

Along with a search for increased HF to ELF/VLF conversion efficiency, or higher

generated amplitudes, some effort has been made to generate an array of ionospheric

sources using HF heating. Such an array would have the advantage of providing

directionality to injected ELF/VLF signals, since ordinary VLF transmitters (and

amplitude modulated HF heating) are unable to provide any directional control. A

straightforward way to provide directional control would be to build several VLF

transmitters nearby, and operate them in a phased-array configuration, but given

the expense and difficulty of constructing and operating one VLF transmitters, the

resources required to operate several would be prohibitive.

The most prominent experimental example of an ELF/VLF array is that of Barr

et al. [1987], who discuss a novel experiment in which the HF beam is alternated

between two locations in the ionosphere, one to the north, and one to the south,

at rates up to 5 kHz. This operation creates two heated regions in the ionosphere,

displaced by an amount that could be controlled, undergoing ON-OFF heating with

modulation functions 180◦ out of phase. By varying the separation between the two

regions, and measuring the signal at a receiver ∼500 km from Tromsø, it is found that

the two regions act as a two-element ELF/VLF array. A signature of constructive and

destructive interference is detected, since the maximum signal at the receiver occurred



CHAPTER 1. INTRODUCTION 26

when the two heated regions were separated by one half wavelength, representing the

180◦ phase shift between the two regions. Villaseñor et al. [1996] describe a similar

technique performed at the HIPAS facility, referred to therein as ‘demodulation mode’.

Some theoretical work has also occurred on the topic of an ionospheric array.

Werner and Ferraro [1987] derived an array factor specifically for ionospheric sources.

Papadopoulos et al. [1994] discuss the effect of Cerenkov radiation, when a source of

ELF/VLF radiation is moving close to the speed of light, with a particular emphasis

on injection of ELF/VLF energy into the magnetosphere. Borisov et al. [1996] extend

this discussion to illumination of the Earth-ionosphere waveguide.

1.7 Scientific contributions

The following advances to the field of ELF/VLF wave generation are developed and

reported in this dissertation:

• A novel method is introduced of ELF/VLF wave generation via frequency-

matched steering of a continuous HF beam (herein referred to as ‘geometric

modulation’), an alternative to amplitude modulation in which the beam power

is left on, but the beam is steered in a geometric pattern at the desired ELF/VLF

generation frequency. Using amplitude modulation as a baseline for comparison,

it is demonstrated that ∼7-11 dB higher ELF/VLF amplitudes, and ∼11-15 dB

directional dependence result from geometric modulation, compared to ampli-

tude modulated vertical HF heating.

• A previously proposed technique known as ’beam painting’ is successfully im-

plemented for the first time, in which rapid (100 kHz) beam motion effectively

increases the area of the radiating region of the ionosphere. Beam painting is

directly compared with geometric modulation, as well as amplitude modulation.

• The HF heating and electron cooling processes are theoretically modeled in three

dimensions, yielding the predicted spatial distribution of the ionospheric current

sources generated. These results feed into a second model simulating ELF/VLF

propagation in the Earth-ionosphere waveguide (and into the magnetosphere),
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to determine the radiated patterns up to 1000 km along the Earth, and up to

700 km into the ionosphere.

• Using a combination of experimental and theoretical results, the results achieved

with geometric modulation are interpreted in terms of a controllable ELF/VLF

multi-element phased array, which allows controllable directional launching of

ELF/VLF energy in the Earth/ionosphere waveguide.

1.8 Approach

We have now introduced the environment that dominates the problem we consider,

motivated the need for ELF/VLF wave generation, and reviewed past efforts in the

field. The remainder of this dissertation is as follows: In Chapter 2, we illuminate the

physics of the problem by describing a theoretical model, including HF ionospheric

modification resulting in ELF/VLF generation, whose output drives a full-wave model

of ELF/VLF wave propagation. In Chapter 3, we apply the experimental techniques

to a set of modulation schemes which involve motion of the HF beam during the

ELF/VLF period. In Chapter 4, we then analyze the theoretical modeling results,

compare to experiment, and thereby predict features of the modulation techniques

which would be measurable with additional receivers. In Chapter 5, we utilize a com-

bination of theory and experiment to illuminate the degree to which four particular

physical mechanisms impact our experimental and theoretical approach. Finally, in

Chapter 6 we summarize and suggest additional future efforts.



Chapter 2

ELF/VLF Generation and

Propagation Physics

In this chapter, we introduce the physical phenomena ing propagation of electro-

magnetic waves in a magnetized plasma, and describe a theoretical model to apply

these principles to our problem of High Frequency (HF, 3−30 MHz) heating of the

ionosphere, and ELF/VLF wave generation and propagation.

2.1 Waves in plasmas

The Earth’s ionosphere and magnetosphere are both prominent examples of the

plasma state of matter. Plasmas are sometimes referred to as the fourth state of

matter, after solid, liquid, and then gas [Bittencourt , 2003, pg.1]. In a plasma, a

large enough number of molecules have been split apart into positive and negative

charged particles, like electrons, protons, and ions, with the net charge remaining

zero. Waves propagating in a plasma have a number of unique characteristics as

compared to propagation in simpler media, like free space or a dielectric. The effect

of an externally applied magnetic field (such as that of the Earth’s geomagnetic field)

alters the physics additionally, most notably by introducing anisotropy to the prob-

lem. Collisions between particles have a further complicating impact. We begin by

introducing the key concepts of plasmas that are needed to understand the problem.

28
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Note that for the remainder of this dissertation, we use the term ‘electrons’ to

refer exclusively to the free ionized electrons, as opposed to electrons which orbit

around molecules. Although by definition, a plasma is quasi-neutral, consisting of

equal amounts of positive and negative charge, it is the electrons that are chiefly

responsible for the physical processes we describe here, whereas the positive ions,

which are many orders of magnitude heavier (and thus harder to accelerate with

electromagnetic fields), play a negligible role at the ELF/VLF and HF frequencies

considered here.

Many treatments of plasma physics tend to give very mathematical descriptions of

the various phenomena involved in wave propagation in a plasma. This fact is largely

due to the highly complex nature of this subject, in which nearly all traditional

ways of simplifying electromagnetics problems (homogeneity, isotropy, linearity, non-

dispersiveness) are violated. On the other hand, while the mathematical results

(adequately treated in other works) may be too highly nuanced for basic intuition, the

basic physical processes which interplay to underlie all the physics of wave propagation

in a plasma are well within reason. It seems somewhat of a lost art to recapture the

physical intuition in plasma physics, so we focus here on illuminating the various

physical components which contribute to wave propagation.

2.1.1 Plasma properties

Consider first a plasma with no externally-applied magnetic field, and a negligible

number of collisions. The positive and negative particles can block electromagnetic

fields from having an impact any more than a short distance away, by rearranging

slightly to cancel out the fields, a phenomenon known as Debye shielding. Because

electrons are so much lighter than ions, they are able to rearrange much more quickly,

and thus in a typical plasma, the by-far dominant Debye shielding arises from elec-

trons. The denser are the electrons, the quicker is the Debye shielding process, and

this characteristic response time gives rise to the concept of the plasma frequency

ωpe = q

√
ne
meε0

(2.1)
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Where Ne is the density of electrons, me is the mass of an electron, and q is the

charge of an electron. An example of the derivation of the plasma frequency is done

by Budden [1985, pg. 39]. The quantity ωpe can also be thought of as the natural

frequency of oscillation of the electrons.

A wave propagating in such a plasma is thus unable to propagate unless its elec-

tromagnetic fields change faster than the plasma can shield and cancel the fields, that

is to say, an electromagnetic wave is unable to propagate unless its frequency is above

ωpe.

Even the relatively small electron densities in the D region are sufficiently high

for Debye shielding to take place. For instance, the plasma frequency is 3 kHz for an

electron density of ∼1.1 × 105 m−3, while electron densities in the D region (above

65 km) are substantially higher, as shown in Figure 1.1. So the plasma frequency is

well above the wave frequency at all ionospheric altitudes, for ELF/VLF frequencies.

2.1.2 Magnetic field and the whistler wave

Based on the fact that the plasma frequency exceeds the ELF/VLF wave frequency at

very low altitudes, it would seem that ELF/VLF waves should be blocked well before

they reach the D region. However, the effect of the magnetic field and collisions

prevent this from happening. Let us consider the effect of an externally applied

magnetic field to the plasma, since the Earth’s geomagnetic field appears across the

ionosphere and magnetosphere, but at this point, we assume there are still no particle

collisions.

Consider that in the presence of an externally applied magnetic field ~B0 (such

as the magnetic field of the Earth), a charged particle will experience the so-called

Lorentz force

~F = q~v × ~B0 (2.2)

where me is the electron mass, ~v is the velocity of the particle, and B0 is the applied

magnetic field. For a homogeneous magnetic field, the Lorentz force will cause the

particle to gyrate around the magnetic field at a specific frequency, known as the
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gyrofrequency, in response to an applied electric field with a component orthogonal

to the magnetic field. The gyrofrequency is given by

ωce =
qB0

me

(2.3)

Thus, horizontal linear motion is allowed only along the magnetic field line, since

the Lorentz Force in that direction is zero. Motion in the plane perpendicular to

~B is constrained to follow circular motion. All the electrons present in a plasma

are therefore constrained to orbit the magnetic field line at ωce, with possibly some

additional linear motion along the magnetic field line.

For a right hand circularly polarized wave at frequency below ωce, the electron

response to the wave involves motion around the magnetic field line at the wave

frequency, and this motion then re-radiates electromagnetic energy that allows the

wave to propagate. In essence, Debye shielding (which would otherwise short-circuit

the wave electric field) is overcome because the electron response to the wave simply

recontributes the energy back to the wave via radiation. A nice discussion of this re-

radiation process is given by Ratcliffe [1959, ch.3]. This special mode of propagation

below the plasma frequency due to the applied magnetic field is known as the ‘whistler

mode’. The whistler mode energy propagates at a slower velocity than the speed of

light, particularly at frequencies well below ωce.

2.1.3 Anisotropy

A second effect of the magnetic field is to introduce anisotropy to the ionosphere.

For instance, consider that an electric field, ~E, applied to the plasma causes electrons

to respond and generate a current, ~J . In isotropic media, Ohm’s law tells us that

~J = σ ~E, where σ, the conductivity, is a simple scalar. In a magnetized plasma, if

~E is applied parallel to the magnetic field, electrons are accelerated strictly in that

direction, since the Lorentz force equation (2.2) has no component along ~B0. In

that sense, the magnetic field may as well not exist, and the scalar Ohm’s law is

obeyed, as defined by the so-called parallel conductivity. On the other hand, for ~E

applied perpendicular to the magnetic field, electrons are not able to travel strictly
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along ~E due to the Lorentz force, and are forced also in the direction of ~E × ~B0.

This forcing gives rise to the so-called Pedersen and Hall conductivities, referring to

the ionospheric currents generated parallel to and perpendicular to ~E (respectively),

when ~E is perpendicular to ~B0.

For this reason, we must write the conductivity as a tensor quantity (σ), so that

from Ohm’s law we calculate the currents generated as

~J = σ ~E (2.4)

It is convenient to utilize a coordinate system in which the z-axis is along ~B0, the

z axis is perpendicular to both ~E and ~B0, and the horizontal axis defined so as to set

up a right hand coordinate system (ŷ × ẑ = x̂). This coordinate system is shown in

Figure 2.1. We therefore have

σ =


σP −σH 0

σH σP 0

0 0 σ‖

 (2.5)

where σP, σH, and σ‖ are the Pedersen, Hall, and parallel conductivities, respectively.

The expressions for these conductivities are discussed later in this chapter.

2.1.4 Collisions

In the D-region of the ionosphere, the atmosphere is still thick enough that electrons

frequently collide with neutrals. (In this context, ‘frequently’ means that there is a

nonnegligible chance that an electron undergoes a collision during one cycle of the

wave period.) Since there are many more neutral particles than ionized particles,

collisions between two ionized particles are comparatively rare. The dominant form

of collision, between electrons and neutral molecules, is much like a ping pong ball

hitting a bowling ball, since the electron is extremely light compared to any neutral

molecule. In each collision, an electron is scattered in some direction, and so after a

few collisions, the electron carries no memory of what direction it moved earlier.
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Figure 2.1: Coordinate system for ionospheric conductivity
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The rapid electron-neutral collisions in the D region produce a mechanism by

which a propagating wave can lose energy. A nice discussion of the microscopic

reason for collisional damping of waves is given by Ratcliffe [1959, ch.5], and we

focus here on a detailed qualitative description, since the details of the mathematics

is adequately covered elsewhere. The basic idea is that the frequent collisions and

associated redirecting of the each electron’s velocity cause the orderly energy in the

propagating wave to be converted to random heat energy, first in the electrons, and

from there to the neutral molecules. (However, being composed of molecules that are

so much more massive than electrons, the neutral atmosphere exhibits essentially no

temperature rise as a result of this energy deposition, so in this context it is like an

infinite energy sink).

Let us consider the case where an electromagnetic wave is at a frequency above

the plasma frequency (such as for HF waves in the D region), so that Debye shielding

does not adequately take place, and the wave is propagating. At any given time,

electrons are being accelerated/decelerated by the electromagnetic field associated

with the propagating wave, so that some electrons are gaining energy, and some are

losing. The key, however, is that this combination results in a net gain of electron

energy. As a simple example, consider two electrons traveling in opposite directions,

with a speed v, in the presence of parallel electric field that changes the speed of

each by 0.1v in some given time span. One of the electrons is accelerated, the other

decelerated, but the total kinetic energy (1
2
mv2) of two electrons with speeds of 1.1v

and 0.9v is higher than the total kinetic energy of two electrons both at speed v.

If there were no collisions, none of that would impact electron temperature, be-

cause whatever speed is gained/lost by an electron in the first half of the wave period

is promptly reversed in the second half of the wave period (since the electric field is

reversed), so that the electrons neither gain nor lose heat in the long term (i.e., this

back and forth would constitute ordered energy, not random heat motion). In the

presence of collisions, however, some number of electrons are accelerated/decelerated

during part of the wave period, but then collide with a neutral molecule before the

end of the wave period. The collisions scatter the added energy in random directions,

thereby converting that energy it into heat.
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Furthermore, the collision itself between an electron and a neutral molecule has a

tendency to transfer energy from the more energetic of the two to the less energetic.

As the electron temperature (or average energy) rises above the temperature of the

neutral molecules, there is therefore a tendency for the electrons to lose that gained

energy to the neutral atmosphere. A nice physical and mathematical discussion of

this is given by Huxley and Crompton [1962, edited by Bates, D. R.].

In this manner, a propagating electromagnetic wave can be damped as it crosses

a collisional plasma. The mathematics of this damping process are encompassed in

the so-called Appleton-Hartree equation discussed below, and this ability for HF wave

energy to be deposited onto free electrons via collisions as it crosses through this region

is in fact the key field-matter interaction that drives our ability to modify the D-

region with powerful HF waves. Unlike electron density, which in the D region varies

heavily, the collision frequency is essentially constant in time (for a given electron

temperature), since it depends on the neutral densities, which themselves remain

constant.

2.1.5 The D-region

The comparative effects of the plasma frequency, geomagnetic field, and collisions, are

often evaluated with three parameters which normalize the characteristic frequencies

to the wave frequency, ω. These three parameters are

X =
ω2
pe

ω2
(2.6)

Y =
ωce
ω

(2.7)

Z =
νeff

ω
(2.8)

where νeff is an effective electron-neutral collision frequency. X normalizes the wave

frequency to the plasma frequency, Y normalizes the wave frequency to the gyrofre-

quency, and Z normalizes the wave frequency to collision frequency, so the three

parameters tell us the impacts of Debye shielding, the magnetic field gyromotion,
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and collisions, respectively, on the wave dynamics. For instance, Y '0 indicates that

the wave frequency is much higher than the gyrofrequency, so such a plasma can

be treated as nonmagnetized, meaning that removing the magnetic field would have

little or no impact on the dynamics. Z '0 implies that collisions are too rare to have

an impact on wave dynamics, therefore the plasma can be considered collisionless.

Figure 2.2 shows the three ionospheric parameters for the summer daytime and

winter nighttime ionosphere shown in Figure 1.1. The plasma frequency equals the

wave frequency (i.e. X=1) somewhere below 50 km in the daytime, and ∼73 km

at nighttime. In the absence of the geomagnetic field and collisions, a 3 kHz wave

would be reflected at those altitudes. However, the high rate of collisions prevent

the electrons from rearranging in an orderly matter, and this result then prevents

the Debye shielding from occurring if Z > X. The reflection of the 3 kHz waves

can thus be roughly considered to occur roughly at the point where collisions can

no longer counteract the effects of Debye shielding, i.e. X = Z. In the daytime

ionosphere shown here, and at 3 kHz, this condition occurs at ∼61 km, and for the

nighttime ionosphere, ∼80 km. Experimental results for VLF transmitter frequencies

around 20−30 kHz indicate that the reflection heights are more like 70 km and 85 km,

for daytime and nighttime mid-latitude ionospheres, respectively [Thomson, 1993;

Thomson et al., 2007].

The calculation of the refractive index, n, in a magnetized collisional plasma

requires use of the full Appleton-Hartree equation, which can be written in terms of

X, Y , and Z. The refractive index is an important quantity, since the real part drives

the propagation of the waves through the medium, whereas the imaginary part (or

the absorptive part) determines the absorption via collisions (a negative imaginary

part indicates absorption). This important equation is:

n2 = 1− X

1− jZ − Y 2 sin2 θ
2(1−X−jZ)

± Y
√

Y 4 sin4 θ
4(1−X−jZ)2

+ cos2 θ
(2.9)

where θ is the angle between the wave k-vector and the geomagnetic field. A derivation

of the Appleton-Hartree equation is found in Budden [1985, ch.4]. The aforementioned

phenomenon where an ELF/VLF wave refects generally near the altitude where X=Z
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can be seen mathematically, as well, since for X > 1 and Z � X, the second term

on the right side has a negligible effect. Budden [1961b, ch.16] gives a mathematical

description of this reflection process in terms of a sharpening of the gradient of the

refractive index with altitude near where X = Z.

The top right panel of Figure 2.2 shows the real and the negative of the imaginary

part of the refractive index for a 3 MHz wave, for both the daytime (orange) and

nighttime (blue) ionospheres. The real part of the refractive index remains close to

1 until ∼85 km. Above 85 km, the real part of the daytime refractive index rapidly

shrinks, and the refractive index is dominated by the imaginary part. At night,

though, electron densities are sufficiently low that the refractive index is dominated

by the real part, which remains very close to 1.

The refractive index in the HF realm also demonstrates one important property

which we refer to later in this chapter. As stated, the collision frequency does not

change as a result of the highly variable electron densities. We can thus plot the

absorptive part of n as a function of electron density, for several different altitudes, as

is shown in the bottom panel of Figure 2.2. The important property to take note of

is that over a wide range of electron densities and altitudes, the collisional absorption

is essentially proportional to the electron density.

2.2 HF heating theory

We now describe the theoretical formulation of the HF heating model utilized in this

dissertation. We are concerned with the generation of ELF/VLF waves based on

Equation 2.4, where σ has a quasi-static component (driven by ionospheric ambient

conditions), and a component at the ELF/VLF frequency, driven by ionospheric

modification. Since ~E is the effectively constant electric field of the auroral electrojet,

our goal is to determine the component of σ which changes at ELF/VLF frequencies

as a result of HF heating. So we seek to simulate and characterize a phasor value of

σ at the frequency of interest, which may vary spatially across the three dimensional

volume of the ionosphere affected by HF heaitng.
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2.2.1 Electron temperature

Our first goal is to track the electron energy distribution in the ionosphere as it

responds to the heating (and as it subsequently recovers from lack thereof). In the

absence of an external driving force, an ambient collisional plasma will tend toward

a distribution of electron velocities known as the Maxwell-Boltzmann distribution

Bittencourt [2003, pg.165],

fe = Ne

(
me

2πkBTe

) 3
2

e
− mev2

e
2kBTe (2.10)

where Ne is the number density of electrons, ve is the electron velocity, kB is Boltz-

mann’s constant, and Te is the electron temperature. By integrating the distribution

over ve, the average energy turns out to be 3
2
kBTe, proportional to temperature.

The problem of tracking the evolution of this distribution in response to an exter-

nal driving force may in general be quite complicated, since different electron energy

levels absorb the wave energy, and then subsequently recover, at different rates. As

a result, the heating and cooling dynamics must be separately tracked at all electron

energies. For instance, in association with very intense heating of the ionosphere

(such as heating from the electromagnetic pulse of lightning [Taranenko et al., 1993])

the electron energies do not in general remain Maxwellian. A complete formulation

therefore must track the more complete electron energy distribution as it evolves in

time.

However, a number of past studies [Stubbe and Kopka, 1977; James , 1985; Moore,

2007] assumed that even the most powerful HF waves considered in ionospheric heat-

ing experiments are not powerful enough to significantly perturb the basic Maxwellian

shape of the electron energy distribution. Although the electron temperature Te may

drastically change, the electron energy distribution remains roughly ‘Maxwellian’ [Bit-

tencourt , 2003, pg.165]. This assumption greatly simplifies our task, since we can

track the entire electron energy distribution with just a single parameter (Te), which

gives us exceptional computational efficiency. We therefore apply this assumption

for the remainder of this dissertation, and no longer refer to electron energies, but

represent heating only in terms of the electron temperature.
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The temporal evolution of the electron temperature requires the tracking the HF

energy absorbed by the electrons as well as the energy lost to other particles (both

occurring via collisions). The effects two balance out to a rate of change of electron

energy 3
2
NekB(dTe/dt), in an equation (adapted from James [1985]) that takes the

form

3

2
NekB

dTe
dt

= 2kχS − Le (2.11)

where k is the wavenumber of the HF wave (2π/λ), −χ is the imaginary part of the

refractive index n (calculated from the aforementioned Appleton-Hartree equation),

and S is the power density of the HF wave. In this equation, the left hand term

shows the time-varying electron energy, the first term on the right is the absorbed

HF power, and the second term (Le) is the electron loss rate.

The electron loss term, Le, is a sum of losses from elastic collisions, rotational

excitation, and vibrational excitation, for both molecular nitrogen (N2) and oxygen

(O2). These equations are compiled by Rodriguez [1994, pg.175-178], with the elastic

loss rates given by Banks [1966], the rotational excitation loss rates given by Mentzoni

and Row [1963] and Dalgarno et al. [1968], and the vibrational excitation loss rates

given by Stubbe and Varnum [1972]. These equations are as follows:

LN2
elast = 1.89× 10−44NeNN2(1− 1.21× 10−4Te)(Te − T0) (2.12)

LO2
elast = 1.29× 10−43NeNO2(1− 3.6× 10−2

√
Te)(Te − T0) (2.13)

LN2
rot = 4.65× 10−39NeNN2

Te − T0√
Te

(2.14)

LO2
rot = 1.11× 10−38NeNO2

Te − T0√
Te

(2.15)
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LN2
vib = 4.79× 10−37NeNN2e

fN2
(Te−2000)/(2000Te)[1− e−g(Te−T0)/(TeT0)] (2.16)

LO2
vib = 8.32× 10−38NeNO2e

fO2
(Te−700)/(700Te)[1− e−2700(Te−T0)/(TeT0)] (2.17)

where T0 is the ambient temperature, NN2 and NO2 are the number densities of

molecular nitrogen and oxygen, respectively, and fN2 , fO2 and g are dimensionless

quantities given by

fN2 = 1.06× 104 + 7.51× 103 tanh[0.0011(Te − 1800)] (2.18)

fO2 = 3300− 839 sin[0.000191(Te − 2700)] (2.19)

g = 3300 + 1.233(Te − 1000)− 2.056× 10−4(Te − 1000)(Te − 4000) (2.20)

2.2.2 Modified ionosphere

Although we now have the ability to track the changing electron temperature, our

actual objective is to deduce the modified electrical properties of the ionosphere, and

the induced modulated currents in the presence of the auroral electrojet system, so the

electron temperature must be related to ionospheric conductivity. We first calculate

the modified collision frequency as a result of the changing electron temperature (as

in Rodriguez [1994, pg.176]) as a sum of the average collision rates with O2 and N2

νN2
eff =

5

3
νN2

av =
5

3
· 2.33× 10−17NN2(1− 1.25× 10−4)Te)Te (2.21)

νO2
eff =

5

3
νO2

av =
5

3
· 1.82× 10−16NN2(1− 3.60× 10−2)

√
Te)
√
Te (2.22)

For the purpose of calculating the ionospheric conductivity, the average collision rate

νav, is multiplied by an additional factor of 5
3
, because Equation 2.9 assumes a velocity-

dependent collision frequency. The factor 5
3
, derived by Sen and Wyller [1960], yields

an effective collision frequency, νeff, which, for quasi-transverse propagation, may be
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Figure 2.3: Variations of ionospheric conductivities as a function of temperature

used in Equation 2.9 when |ω ± ωce| � νav, as is the case for altitudes above 65 km

or so.

The ionospheric conductivity components as in Equation 2.5 are derived in Tomko

[1981, pg. 137] from kinetic calculations, and are given as a function of the driving

frequency. However, since the auroral electrojet is treated here as constant, we can

rewrite those expressions as
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σP =
4πq2

3me

∫
νavv

3
e

ν2
av + ω2

ce

∂fe
∂ve

dve (2.23)

σH =
4πq2

3me

∫
ωcev

3
e

ν2
av + ω2

ce

∂fe
∂ve

dve (2.24)

σ‖ =
4πq2

3me

∫
v3
e

νav

∂fe
∂ve

dve (2.25)

where fe is the electron distribution function (the number density of electrons as a

function of energy).

Figure 2.3 shows the relationship between temperature and ionospheric conduc-

tivity. The left panel shows the ambient ionospheric conductivities, based on the

nighttime ionosphere shown in Figure 2.2. Due to the high conductivity of a magne-

tized plasma along the magnetic field, σ‖ is the highest conductivity at all altitudes,

especially at higher altitudes where collisions are very low. At an altitude of ∼70 km,

σH = σP, and above this altitude, σH increasingly dominates over σP.

The right hand panels of Figure 2.3 show the relationship between increasing

temperature and the three ionospheric conductivities (the dB values are in comparison

to Te=200 K), at several different altitudes. At all altitudes shown, σH and σ‖ decrease

with electron heating, by as much as 30 dB at 65 km and 3000 K. This decrease is

due to the heated electrons colliding much more often and therefore having a lower

mobility. The Hall conductivity, however, changes very little with temperature at the

highest altitudes.

The changes to σP are quite different in character. Below ∼ 80 km, σP is decreased

by as much as 15 dB, but above 80 km, σP is enhanced as a result of electron heat-

ing. The fundamental reason is that the higher collisions impede the electrons from

gyrotating around the magnetic field line, so the Pedersen conductivity, which has a

component in the direction of the electric field, is boosted (at the expense of less Hall

conductivity). This behavior is one of the reasons that modulation of σP is believed

to be less important in the context of ELF/VLF generation, since the regions above

and below 80 km have opposite reactions to electron heating in terms of σP, which

means the generation effects may counteract and tend to cancel one another.
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2.2.3 HF wave propagation

One final complication arises from the fact that HF waves propagating in the iono-

sphere do not in general travel in a straight line at the speed of light. Moore [2007,

pp. 22-26] discusses the main principles, which we briefly review here. There are

two main sources of bending of the HF wave. Assume that the HF wave is incident

on a sharp boundary from a medium with refractive index n1 into a medium with

refractive index n2. Assume the wave normal is incident at an angle θ1 with respect

to the boundary normal, and is refracted into the second medium at an angle θ2. The

first source of wave bending is from Snell’s law, which causes the HF ray to bend

according to

Re(n1) sin(θ1) = Re(n2) sin(θ2) (2.26)

However, the anisotropy of the ionosphere also causes the HF energy to travel in

a different direction from the wave normal, and this angular separation is governed

by

tan(∆Θ) =
1

n

∂n

∂Θ
(2.27)

where Θ is the angle between the wave normal and the Earth’s magnetic field line,

and ∆Θ is the deflection of that angle away from the magnetic field. For HF waves

in the D-region, the ionosphere can be divided into a series of horizontal layers, and

the propagation of the HF energy through each boundary is a good approximation of

the propagation through the more smoothly varying ionosphere, a technique known

as ray tracing [Budden, 1985, ch.14]. At each boundary, the HF energy is refracted

according to the above two laws. Finally, we must also keep track of the group velocity

(vg) of the HF energy, which is derived by [Budden, 1985, pg.130] and given as

vg = c
∂ω

∂(ωn)

1

cos(∆Θ)
(2.28)

In practice, the bending and slowing of HF energy as it encounters an increasingly

dense ionosphere has a rather small effect on our theoretical results, since most of the
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bending and slowing of the HF wave occurs above the altitude where most of the HF

energy is absorbed. However, it is worth noting that the ray tracing properties do not

change appreciably during the HF heating process, since the real part of n is largely

unchanged by HF heating. Hence, tracking the ray tracing properties requires just

one set of calculations for a given ionosphere, and does not have to be recalculated

at each time step. Given the meager computational resources required, in the HF

heating model described here we nevertheless choose to fully track the bending and

slowing of the HF energy.

2.3 Model construction

The difficulty with constructing a model to predict the ionospheric response to HF

heating from the ground is that the energy balance equation (defined by Equation

2.11) is nonlinear and time-variant, so that an analytical solution is difficult, if not

impossible. We can, however, break up these nonlinearities into two separate pieces,

and describe each one separately.

2.3.1 Energy balance at one altitude

First, consider the three terms of the electron energy balance (Equation 2.11). It can

be seen that both the left hand term, and the right hand term (reflected in Equations

2.13-2.17) are proportional to the electron density Ne. However, as can be seen from

Figure 2.2, the absorption coefficient χ = −Im(n) is also approximately proportional

to Ne for the range of electron densities and collision frequencies considered here.

Therefore, the dependence on Ne can be effectively removed from Equation 2.11,

yielding an equation dependent only on νav and the HF wave power density S.

It can also be seen that Equation 2.22 which converts electron temperature to

collision frequency, is not dependent on Ne, but rather is only dependent upon the

neutral densities of molecular nitrogen and oxygen, and the electron temperature.

And finally, the expression for ionospheric conductivity (Equations 2.25) is strictly

proportional to Ne (via the term ∂fe/∂ve), so that the dependence of conductivity
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changes on electron density is linear and straightforward.

This important result implies that the nonlinear dynamics of heating and cooling

at a given altitude do not depend on the highly variable electron density conditions

at that altitude, but only on HF power density and collision frequency. In the larger

context, the amount of HF power that reaches a certain altitude is dependent on the

absorption below that altitude, which is a strong function of the ionospheric electron

densities, but this aspect can be separately treated later. For now, we can begin by

exploring the ionospheric modification independently of the ambient ionosphere, as

long as we consider one altitude and input HF power level at a time. One might

consider this a zero-dimensional simulation.

Let us consider the response of the ionosphere to an HF heating input, at one

isolated point. We calculate the relevant parameters forward in small time increments,

and at each time step, Equation 2.11 is discretized, and an incremental temperature

change is calculated. We can then update the electron temperature from time point

m to m+ 1 according to

Tm+1
e = Tme + ∆t

dTe
dt

(2.29)

The time step ∆T must be chosen small enough that the linearization of Equation

2.11 is a valid approximation. In the simulations performed throughout this thesis,

∆T = 1 µs is found to be sufficiently short. Simulations repeated with ∆T = 0.5 µs

confirm that results do not change as a result of numerical inaccuracies.

At each time step, the value of Te determines the modified values of νav, σH, σP,

and σ‖. It is also crucial that the modified value of νeff be used as input into the next

time step, since the amount of HF energy absorbed is affected by νeff.

Figure 2.4 shows an example of the ionospheric response to modulated HF heating.

In this example, we consider the ionosphere at 75 km with an HF input power (S) at

3.25 MHz sinusoidally varying between 0 and 3 mW/m2, as shown in the top panel.

In this first simulation, the magnetic field is assumed to be vertically oriented, and

the HF power arrives vertically.

The remaining four panels of Figure 2.4 show the electron temperature, collision
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frequency, Hall conductivity, and Pedersen conductivity, respectively, as a function

of time. The blue lines show the ambient levels, and red line shows the level that

results from continuous wave (CW) heating. Results for periodic modulated heating

at both 2 kHz and 4 kHz are also shown. An electron density of 10 cm−3 is assumed,

although we stress again that the plot data are independent of this electron density,

except for a linear scaling of the conductivities. The simulation requires at least a

few ELF/VLF periods in order for a sinusoidal steady state to be reached.

For the purpose of ELF/VLF generation, temporal development of the ionospheric

conductivity is most important, since it is this parameter which modulates the auroral

electrojet currents. Ideally, to maximize the HF to ELF/VLF conversion efficiency,

σH and σP would vary between the red line and the blue line, utilizing the maximum

possible conductivity depth. Clearly this is not the case, in fact σH changes by

only about one fourth of the available conductivity depth. Although the electrons

recover much closer to the ambient values, σH changes most drastically at the lower

temperatures, as can be seen in Figure 2.3.

The nonlinearities inherent in the energy balance equation dictate that the con-

ductivity modulation function is not in general sinusoidal, so that higher harmonics of

the modulation frequency are also be generated, even though the HF power envelope

contains only one frequency.

Comparison between the 2 kHz and 4 kHz traces show that the heating and

cooling dynamics do depend on frequency. In both cases, the ionospheric parameters

reach the CW level, which is the strongest possible ionospheric modification for this

particular situation. However, heating at 2 kHz allows more time for the ionosphere

to recover closer to its ambient state. In neither case does it fully recover, hence for

both frequencies, some fraction of the HF power is wasted on sustained heating of

the electrons, which does not contribute to periodic modulation of the ionospheric

conductivity. Since this waste appears to be smaller at 2 kHz compared to 4 kHz, we

have a hint that the ionospheric response to HF heating at this altitude may function

as a lowpass filter within the ELF/VLF range, as higher frequencies are too fast for

the electron recovery rates.

To illustrate this, we can repeat the single-point simulation at many different
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frequencies and altitudes. Figure 2.5 shows the results, with the frequency on the

horizontal axis, the altitude on the vertical axis, for four different HF power densities

(all sinusoidally varying in time), and at 3.25 MHz. We note here that the maximum

possible ERP with HAARP at 3.25 MHz and 9.50 MHz is currently ∼575 MW and

∼3.8 GW, respectively, which implies a power density of S=9.3 mW/m2 and 61.7

mW/m2, respectively, at an altitude of 70 km, in the absence of absorption below

that altitude.

The quantity shown in color in the top plots is the magnitude of the Hall con-

ductivity modulation (for Ne = 100cm−3, after Fourier-extraction at the fundamental

frequency once sinusoidal steady state has been reached, on a decibel (dB) scale with

respect to 1 nS/m. Since we have assumed Ne, the quantity plotted is independent

of the ionospheric variation, and represents the conductivity modulation induced per

1000 cm3 of electrons. There is a strong dependence on height, frequency, and HF

power density, of the amount of conductivity modulation achieved with HF heat-

ing. The highest altitudes (above 85 km) have increasing conductivity modulation

as the HF power increases, at least through 30 mW/m2 at 3.25 MHz. However, at

the altitudes between 70 and 85, the normalized conductivity modulation appears to

saturate between 300 µW/m2 and 3 mW/m2. The lowest altitudes (below 70 km)

also saturate but at a higher HF power level.

In the bottom plots of Figure 2.5, the values at each altitude (for horizontal row)

from the top plots have been normalized to the maximum possible conductivity depth

(i.e., the difference between σAmbient and σCW). This normalization brings out the ef-

ficiency, or full utilization of the maximum possible conductivity modulation. The

lower altitudes generally contribute more to ELF/VLF generation. Additionally, in-

creasing the HF power density yields increasingly inefficient conductivity modulation.

2.3.2 Vertical structure

Having described the dynamics of HF heating at a single point, we extend our zero-

dimensional model to cover a one-dimensional line extending vertically through the

ionosphere. In other words, we are now considering the HF energy to enter the lowest
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Figure 2.6: Power density reaching higher altitudes

altitudes and propagate upward in small vertical steps through the ionosphere. At

each step, some of energy is absorbed, and the remaining HF energy is passed on

to the higher altitude. Although we are restricting our consideration here to a one-

dimensional structure, we must also account for the r−2 spreading of the HF energy

at each altitude step, which decreases the HF power density at higher altitudes even

in the absence of absorption.

In determining the HF power density at various altitudes, we are integrating the

absorption upward from the ground (or the lowest relevant altitude), and subtracting

the integral from the initial power density. The upward steps of this integration

through the ionosphere are separated by an altitude difference ∆h, which must be

small enough that the absorptive properties do not drastically change over that length.
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However, as is shown later, the absorption rate in the ionosphere can change sharply

over a few km altitude. Thus, in order to preserve the accuracy and stability of this

vertical integration without using excessively small values of ∆h, a classic 4th order

Runge-Kutta method is applied between each upward step. In this dissertation, we

find that ∆h=1 km is adequately small to produce accurate results. Accuracy is

verified by repeating identical simulations, with ∆h=0.5 km, to ensure that results

do not significantly change. We must also ensure that the vertical extent spanned

by the model includes the entire altitude span over which significant HF absorption

occurs. As before, we must track the effects of the changing ionosphere between time

steps, so that the vertical distribution of the HF power density must also be tracked

as a function of time.

Since our previous formulation takes into account the ionospheric dynamics at

a given altitude, we focus first on the evolution of the HF power absorption as it

propagates through the ionosphere. Since the previous section dealt with ionosphere-

independent dynamics, here we are considering the only aspect of HF heating and

cooling that is largely responsive to ionosphere conditions, i.e., the vertical structure

of absorbed HF power.

Figure 2.6 shows the importance of the HF absorption as a function of both

altitude and time. The four panels plot the shape of the HF power density as a

function of time received at altitudes between 60 km and 100 km, for the four different

ionospheres in Figure 1.1. The plots are shown in altitude increments of 4 km,

although the simulation is performed with 1 km increments. In this case, the HF

power applied at the bottom is 12.7 mW/m2, at 3.25 MHz, and it is modulated with

a 100% depth, 50% duty cycle square wave, and modulation frequency of 2 kHz. The

curves here are normalized to show the qualitative changes, and the delay of the HF

power propagating upward (which is substantial compared to the ELF/VLF period)

is also removed for the sake of visual clarity. The temporal shape of the square wave is

morphed as it propagates through the ionosphere, an effect known as self-absorption,

discussed in detail by [Moore, 2007].

For instance, in the winter nighttime ionosphere, the power density at the highest

altitude (100 km) decreases during the ON portion of the HF heating (whereas it
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Figure 2.7: Absorption of HF energy at 3.25 MHz

is constant at the bottom of the ionosphere). As a result of the change in collision

frequency at the lower altitude, more absorption takes place and less power becomes

available at the highest altitudes. On the other hand, the strongly ionized summer

daytime ionosphere shows quite a different character, with the HF power density at

higher altitudes increasing during the ON portion, so the absorption at lower altitudes

decreases as a result of HF heating.

A more quantitative description of the HF absorption can be found in Figure 2.7,

for the same HF heating conditions. For the four ionospheres, the dashed lines show

the HF power density as a function of altitude, as a percentage of the power at the

bottom of the ionosphere (in this case, 12.7 mW/m2). The gray dashed line shows

the power density that would result from strictly 1/r2 reduction in the power density
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(which would be the case for free space propagation). The red and green dashed

curves show the maximum and minimum HF power densities (respectively) during

the ELF/VLF cycle. The solid curves show the absorption rate of the ionosphere per

kilometer (i.e., the derivative of the total absorption, or (1 − e−2kχS)), for the same

maximum and minimum points (red and green, respectively) as well as the ambient

ionosphere. At the altitude where the absorption rate becomes substantial, the power

density falls below the free space curve.

It can be seen here that the absorptive part of the ionosphere changes significantly

over small altitude differences (a few km). For this reason, the upward integration

is achieved with fourth-order Runge-Kutta technique, so the propagation of the HF

energy to the next higher altitude slab requires four steps. We can also see that the

altitude where the HF energy is deposited varies significantly as a function of the

ionosphere. In general, the more ionized is the ionosphere, the lower is the altitude

at which the bulk of the HF energy is deposited. At 3.25 MHz, most of the HF

energy is absorbed, though at higher frequencies (where the ionospheric parameter Z

is smaller), a higher fraction of the power escapes the D region entirely.

Figure 2.8 shows the ionospheric modification at five different altitudes between

70 and 90 km, resulting from the winter daytime ionosphere HF heating case shown

in Figure 2.7, from which we can see the altitude dependence of the key ionospheric

modification panels. The top left panel of Figure 2.8 shows the temperature variation

in time. The lag of the rising portion of the temperature waveform at the highest

altitude is simply due to the delay of the HF power propagating upward from the

ground. The electrons are heated to the highest temperature at an altitude near 80

km, even though the highest absorption rate, as can be seen in Figure 2.7, occurs

closer to 85-90 km. This difference is because at 80 km, there are fewer electrons,

so the power absorbed is concentrated on a smaller number of particles, in addition

to the fact that there is simply less HF power density at 90 km compared to 80 km,

so if the fractional absorption were the same between 80 km and 90 km, that would

means less power absorbed at 90 km.

The top right panel of Figure 2.8 shows the collision frequency as a function of

time. Although 85-90 km is the peak power absorption rate altitude, and 80 km
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is the altitude of peak temperature modulation, the strongest effect on the collision

frequency occurs at 70 km (the lowest of the four altitudes), due largely to the fact

that the ambient collision frequency is higher to begin with.

The middle panels of Figure 2.8 show the temporal development of the Hall (left)

and Pedersen (right) conductivities in the ionosphere, plotted on a logarithmic scale.

Proportionally, the strongest change in conductivity occurs at the lowest altitude

(70 km), whose Hall conductivity rises by about an order of magnitude. On the

other hand, at 90 km, the modulation of the conductivity can barely be seen. These

plots again show that the conductivity modulation in general has a harmonic content

different from the harmonic content of the HF heating envelope (a square wave in

this case).

The bottom plots of Figure 2.8 show the Fourier-extracted first harmonic of the

curves in the middle plots, and plotted now on a linear scale. The strongest conduc-

tivity modulation, for both the Hall and Pedersen conductivities, occurs at 90 km,

even though the proportional change in the conductivity is small, since the conduc-

tivity at 90 km is so much higher to begin with. The phases of the extracted sinusoid

shift later in part due to the group delay of the HF signal, but they are also affected

by the slower rise time and fall time evident in the upper panels, which causes the

phase of the first harmonic to additionally lag at 90 km.

It should be emphasized, however, that the comparative role of different iono-

spheric altitudes in ELF/VLF wave injection cannot be determined strictly on the

basis of the amplitude of the conductivity modulation. Thus, even though 90 km

appears to be the altitude of highest conductivity modulation (and therefore, gener-

ate the highest ELF/VLF currents for a homogeneous electrojet field), the ELF/VLF

signal on the ground or in space may be dominantly due to the conductivity modu-

lation at a different altitude, due to nontrivial propagation effects of the ELF/VLF

signal through the ionospheric plasma. This propagation aspect is considered later in

this chapter. For instance, the generated signals observed on the ground may appear

to be originating from an effective (or dominant) altitude, which may be different for

magnetospheric injection.
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2.3.3 Extension to 3D

Now that we have described the vertical distribution of the HF energy deposition,

our remaining task is to extend the model to three-dimensions. For this purpose, the

horizontal space at each altitude is divided into segments of equal length ∆x, which

must be small enough to capture the structure of the input radiated pattern from

HAARP, as well as any small scale structures induced in the ionosphere.

Let us first describe the input HF power from the HAARP phased-array HF

heating facility, since the experiments conducted here take place with HAARP. The

HF frequency can vary between 2.75 MHz and 9.9 MHz. At a given frequency,

HAARP can operate in a number of modes of operation, a few of which are shown in

Figure 2.9. The power density arriving at 60 km altitude is plotted on a logarithmic

scale, where the center of the horizontal region shown is directly above the location of

HAARP on the ground. The most straightforward mode of operation involves driving

all the HF antennas in phase, shown in the left two panels (for 3.25 MHz and 9.50

MHz, respectively), which maximizes the vertical beam focusing and therefore the

ERP. However, since the HF array is finite in size, some of the power also leaks into

the sidelobes which can be seen forming a ‘+’ shape around the main beam. The ‘+’

shape is oriented 14◦ East of geographic North, which is the orientation of the rows

and columns of HF transmitters at HAARP.

The sidelobe power density delivers no more than −15 dB power density compared
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to the main lobe. At higher frequencies, as the space between the HF transmitting

elements on the ground (some tens of meters) becomes a larger fraction of an HF

wavelength, the power becomes even more tightly focused into a smaller main beam

(hence the ERP at 9.5 MHz is ∼8.2 dB higher than at 3.25 MHz), although the side-

lobes are also more numerous at 9.50 MHz. HAARP also has the ability to broaden

the beam, as can be seen by the right two panels of Figure 2.9, and this broadening

can be performed in one direction, or in both directions. The broadening effectively

merges the main lobes with the sidelobes, spreading the beam power over a wider

area, thereby decreasing the ERP. This mode is achieved by varying the radiating

phases of the HF elements on the ground but is not utilized in the experiments of

this dissertation, though it has been used in a number of ELF/VLF wave genera-

tion experiments with HAARP. The ERPs and power densities into the ionosphere

for a variety of different HF frequencies, and beam broadening modes are given in

Appendix B.

Any of these modes can also be combined with beam tilting, where the center of

the main beam is not in the vertical direction, but is off by a zenith angle of up to

30◦ from vertical, and any azimuth. This beam tilting ability is extensively used in

this dissertation.

The two-dimensional power density input into the bottom of the ionosphere con-

sists of a series of HF rays at each grid point. For this plane at the lowest altitude, the

propagation from the ground is assumed to be through free space, so that the group

delay at each location is simply the free space propagation delay from the HF array

location to the base of the ionosphere, and both ray direction and the wave normal

direction are equal to the free space arrival direction from the HF array to the grid

point at the bottom of the ionosphere. The power density is calculated using realistic

data of the HAARP array’s directional pattern, including the sidelobes, assuming

the HF energy spreads as 1/r2 as it propagates to the base of the ionosphere. From

this input two-dimensional plane, the propagation upward through the ionosphere is

carried out in a series of vertical steps, separated by ∆h.

Figure 2.10 shows an interpolation method applied with each altitude step in the

upward integration. Each HF ray at the grid points (in red dots) is projected upward
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to the next altitude (shown with the green traces), intersecting that altitude at a

certain location offset from the grid (shown with blue dots). The HF densities at

the next altitude, however, are reduced by a 1/r2 spreading factor, as well as the

calculated absorption in between the two altitude slabs, taking into account the fact

that the HF ray travels a distance ∆h cos θ in between each altitude step, where θ is

the ray angle from vertical.

A 2-D linear interpolation is then applied to calculate the values of the HF power

density at each of the grid points. The ray bending and slowing as a result of Snell’s

law and the magnetic field anisotropy is then calculated, and the HF ray directions

and group delay are updated accordingly.

The angle between the HF rays and the geomagnetic field must also be tracked,

and we utilize a realistic value and orientation of the geomagnetic field obtained from

the 10th generation International Geomagnetic Reference Field (IGRF-10) model

(values available from http://www.ngdc.noaa.gov/geomagmodels/IGRFWMM.jsp).

At 75 km altitude above HAARP, the geomagnetic field is ∼53.29 µT in the downward

direction, ∼12.57 µT to the North, and ∼4.99 µT to the East. These values vary by a

small amount (<1%) as a function of altitude between 50 and 100 km. The declination

(orientation of the horizontal component with respect to geographic north) is ∼21.65◦

to the East, and the inclination (or zenith tilting of the field from vertical) is ∼14.24◦.

The absorbed energy calculated in the horizontal slab is then applied as before

to a discretized form of Equation 2.11. Once the short HF pulse of duration ∆t has

been propagated through the ionosphere, the next time step integration is performed

using the ionosphere left behind by the previous time step. In the next time step,

the HF power input into the ionosphere may be different. Usually, the HF heating

model is run for several ELF/VLF periods, so that a periodic steady state of all the

ionospheric parameters is reached, typically after simulating a few milliseconds.

The calculation of the collision frequency enables the ionospheric conductivity to

be determined as a function of time, and this step is performed during the calcu-

lations. However, since we are interested in specific generated frequencies, we must

utilize Fourier extraction to withdraw the amplitudes and phases of individual fre-

quencies. Since the signal is periodic at a fundamental frequency, we can extract
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Figure 2.11: Three-dimensional HF heating model results

these amplitudes and phases according to

AN =

T/∆t∑
m=1

σe−2πifm∆tNe−2πiftdN (2.30)

where f is the fundamental frequency, and N is the harmonic of that frequency

we want to track, T is the ELF/VLF period (or 1/f). The group delay td of HF

energy from the ground, and σ, the conductivity tensor at each location (or, more

specifically, σH, σP, and σ‖) are stored for each location in the three-dimensional

grid. In this dissertation, we are primarily concerned with the amplitude and phase

of the fundamental frequency (i.e., N=1), calculated over the last ELF/VLF period

simulated (i.e., when steady state has been achieved). These quantities are the end

goal of this HF heating simulation.
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Figure 2.11 shows results from the three-dimensional simulation. The HF heat-

ing is taken to be at 3.25 MHz, with the beam oriented vertically, and amplitude

modulated at a frequency of 3 kHz, in the presence of a winter daytime ionosphere.

The top two panels show Te, on the left as a function of time, for points along the

center of the main beam (normalized to show the qualitative shape, as in Figure 2.7),

and on the right over a two-dimensional slice, vertically through the ionosphere. The

temperature slice is taken at the end of the period shown in the top left plot, so that

the values Te represent the point in the ELF/VLF cycle where electron temperatures

have recovered closest to their ambient values (which is still as high as 1600 K, well

above the ambient value). The radiating pattern of the HAARP HF beam and its

two main sidelobes are evident in the plot.

The lower four panels of Figure 2.11 show horizontal slices of the ionosphere, with

the color indicating the amplitude (left) and phase (right) of the Fourier-extracted

Hall conductivity at the fundamental frequency (3 kHz). The middle plots are at 70

km altitude and show σH (a phasor quantity), whereas the bottom plots are at 83 km

altitude and show σP. The pattern of the HAARP beam and its sidelobes are again

visible.

At 70 km, the strongest (highest amplitude) values of σH occur not in the center of

the mean beam, where the power density is strongest, but at the outside of the main

beam. This behavior is due to the effects of self absorption; in this case, higher power

densities are often needed in order to penetrate higher into the ionosphere. It is also

due in part to the fact that the HF energy at the outside of the main beam travels

slightly obliquely, so that it passes through longer length of ionosphere in between

each altitude slab, which also causes the HF energy to be deposited at lower altitudes.

The phase plot at 70 km shows the variable propagation delay from ground to the

ionosphere, with σH on the outside lagging in phase mainly due to a longer group

delay.

On the other hand, the character of σP at 83 km is markedly different. In particu-

lar, the strongest conductivity modulation occurs in two distinct regions: in a narrow

area in the center of the main beam, and then another thin ring of high conductivity

modulation at the edge of the main beam, with a null in between the two regions.
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The reason for these distinct regions can be seen in Figure 2.3. Between 80 and 85

km, as Te is increased, σP first rises, and then falls, thus depending on the maximum

and minimum temperature, the net change in σP may be either positive or negative.

Since the maximum and minimum temperatures are dependent on the HF power

density, it is not surprising that there are two distinct regions of σP at this altitude.

Further evidence of this effect can be found in the bottom right panel of Figure 2.11,

which shows that the phase of the conductivity modulation changes by ∼180◦ at the

boundary between the two regions of conductivity modulation, corresponding to a

transition between a regime where σP rises, and where it falls, with increasing Te. In

fact, this self-cancellation by the two regions of Pedersen conductivity modulation,

with opposite phase, is part of the reason that the Hall conductivity is believed to

be dominant in the generation of ELF/VLF signals radiated to longer distances by

HAARP.

Figure 2.12 shows the evolution of the modulated currents over an ELF/VLF

period (T ), taking into account both the phase of the Fourier-extracted conductivity

waveform, and the delay from the HF propagation from the ground through the

ionosphere. The left hand six panels show a vertical slice (at y=0) of the Hall currents,

while the right panels show the Pedersen currents. The panels show frames spaced

out at six locations within the ELF/VLF period.

As a result of the delay in the HF signal, the conductivities at the highest altitudes

rise and fall slightly later than the conductivities at the lowest altitudes. As can be

seen in the left hand plots, the modulated Hall currents are phased in such a manner

so as to create an effective moving source in the vertical direction, at close to the

speed of light (since the HF is also traveling close to the speed of light). This vertical

phasing is intrinsically part of every modulated HF heating experiment, and likely

gives an advantage to modulated heating for magnetospheric injection that is not

present for injection via a ground-based transmitter. This effect may also play some

role in the formation of the so-called ‘column’ of radiation observed over HAARP

[Piddyachiy et al., 2008].

It can also be seen that the side lobes modulate the conductivity at a lower altitude

compared to the main lobe, another indication of the effect of HF power density on
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the altitude distribution of energy deposition in the ionosphere.

Since σ is now specified at a given frequency in phasor form, for each point in

our three dimensional modified ionospheric space, with the use of the HF heating

model, determining the modulated ELF/VLF currents generated by HF heating sim-

ply requires multiplication with the electric field, as in Equation 2.4. As discussed

in Chapter 1, the auroral electrojet field is typically oriented in the North-South di-

rection and has amplitude of 10s of mV/m, and we assume in these simulations a

value of 10 mV/m. The auroral electrojet fields are taken to be perpendicular to the

geomagnetic field, so that because of the small inclination of the geomagnetic field,

there is also a small vertical component of the modulated current sources. For each

location in the HF heating grid, a current density vector is calculated, and radiation

observed at any point in space is simply a linear sum of the radiation contributions

from each point in the modified ionosphere.

2.4 The Earth-ionosphere waveguide

Until now, we have concerned ourselves entirely with the propagation of HF waves

in the ionosphere, entirely independently of the fact that the HF waves also gener-

ate ELF/VLF waves. At this point, however, we divorce ourselves entirely from all

HF heating matters, and assume that we simply have a series of ELF/VLF current

sources in the ionosphere. Our remaining task is to determine how these current

sources electromagnetically illuminate the space around them. Unfortunately, the

propagation of ELF/VLF waves in and around the ionosphere and magnetosphere

cannot be solved with a raytracing solution as we have applied for HF waves, so an

entirely new model is needed.

Figure 2.13 shows schematically how the ELF/VLF currents are placed into a

proper model of wave propagation (although the parallel conductivity is not applied,

as is discussed later). The model we utilize is described in detail by Lehtinen and

Inan [2008] and Lehtinen and Inan [2009], and only the basic concepts are reviewed

here. The Earth is treated as an imperfect (but isotropic) conductor.

The propagation model utilized here is based on a long history of ELF/VLF
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wave propagation techniques. The most comprehensive early reviews can by found

by Budden [1961a] and Wait [1962], two independent yet similar approaches to the

problem of ELF/VLF wave propagation. The Earth-ionosphere waveguide is roughly

analogized as an ideal parallel plate waveguide [Inan and Inan, 2000, ch.4], which

consists of two flat, parallel, and infinite perfectly conducting plates, separated by

some distance a. The key boundary conditions which dictate wave propagation are

simply that the electric field in the direction along the conductor at the walls of the

waveguide must be zero. This condition implies that any wave incident on a perfectly

conducting boundary must be accompanied by a reflected wave, whose electric field

component in the direction parallel to the conductor is equal and opposite the incident

wave very close to the boundary, so they cancel. The reflection coefficient of the

boundary, therefore, is −1.

Once a second parallel conductor is added, any propagating wave must be able to

simultaneously satisfy the boundary conditions at both boundaries. A more extensive

analysis can be found in [Inan and Inan, 2000, ch.4], but it turns out that the solutions

that satisfy both conditions come in the form of discrete modes, or plane waves which

zigzag at a specific angle. The specific angle is just right at a given frequency so as

to satisfy the boundary conditions for the electric field at both ends. These modes

are orthogonal, so any propagating solution can be decomposed into a superposition

of modes. Depending on the frequency, there may be just one propagating mode, or

many.

Although the above discussion is a good starting framework, in reality the Earth-

ionosphere waveguide does not conform to these ideal conditions. Adjustments must

be made to account for three imperfections, the imperfect conductivity of both the

ground and the ionosphere, the anisotropy of the ionosphere, and the curvature of the

Earth. A proper formulation must take all three aspects into account, although in

this dissertation, we utilize propagation results for short enough distance (i.e., <1000

km from the source) that the curvature of the Earth can be ignored.
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2.4.1 Reflection coefficients

One of the early breakthroughs that drove the development of ELF/VLF propagation

theory came via the calculation of the reflection coefficients from the ionosphere, which

effectively accommodates the first two of the nonidealities. This calculations is by no

means trivial, because the reflection coefficient is dependent on the incidence angle

and the orientation of the incident wave (both of which affects the angle with respect

to the geomagnetic field), and the finite value of the conductivity throughout the

ionosphere (which causes the reflections to be imperfect). The reflection coefficient

is usually treated as a tensor quantity as described by [Budden, 1955], and given by

the following:

Ri(θi) =

[
‖R‖ ‖R⊥

⊥R‖ ⊥R⊥

]
(2.31)

where θi is the angle of incidence with respect to the boundary normal. The diagonal

terms are the reflection coefficients for incident waves that are polarized with electric

fields parallel to, and perpendicular to, the plane of incidence, respectively. The off-

diagonal terms represent conversion from parallel incidence to perpendicular reflection

(‖R⊥), and vice versa (⊥R‖). This particular phenomenon, of a parallel polarized

wave yielding some perpendicular polarized reflection, and vice versa, is known as

mode conversion, as results from the anisotropy of the ionosphere introduced by the

geomagnetic field. It should be noted that mode conversion can also occur from

horizontal discontinuities in the Earth-ionosphere waveguide, but the propagation

model utilized here assumes horizontal stratification, so this source of mode conversion

is not applicable.

The ionospheric reflection tensor Rg can be calculated in a manner first outlined

by Budden [1955]. Using the complex permittivity at each altitude, the ionosphere

can be divided into horizontal layers, with each layer causing some reflection and

transmission of the wave. Two initial solutions satisfying in-plasma boundary condi-

tions at high altitude are separately integrated downward through each of these layers
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in the ionosphere until a free space point below the ionosphere is reached. The two

resulting solutions are separated into upward and downward propagating waves and

normalized to the value of the input wave.

An example of this calculation is shown in Figure 2.31, at a frequency of 2 kHz,

for both the winter and summer nighttime ionospheres defined in Figure 1.1, and a

realistic geomagnetic field for the ionosphere above HAARP. The four components R

are plotted as a function of the angle of incidence. For a nearly vertically incident wave

(θ=0), ‖R‖ and ⊥R⊥ merge to the same value, because for vertical incidence, the two

polarizations are nearly indistinguishable. At the highest angle of incidence, ‖R‖ and

⊥R⊥ both approach unity, since the wave is just barely grazing the ionosphere, so that

perfect, isotropic-like reflection takes place. A second consequence of the imperfect

reflection from the anisotropic ionosphere is that some amount of ELF/VLF energy

leaks through, that is to say the transmission coefficient is nonzero.
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2.4.2 Modal solutions

With knowledge of the reflection coefficients, a complete solution of propagating

modes involves the determination of the propagation conditions for the various modes

that satisfy the electromagnetic boundary conditions at both boundaries. So let us

now assume that the ionosphere is defined as a sharp boundary, at a height a above

the ground, but one with reflections defined by Equation 2.14. Budden [1961a, pg.116]

defines the fundamental equation of mode theory as

R(θ)Rg(θ)e
−2ika sin θ = I (2.32)

where Rg(θ) is the scalar reflection coefficient from the ground, k is the free space

propagation constant (which may be complex), θ is the angle of incidence, and I is

the 2×2 identity matrix. The mode equation states the following: If a wave satisfying

the mode equation begins at the ground, propagates up to the ionosphere (electric

field phasor multiplies by e−ika sin θ again), reflects from the ionosphere (electric field

phasor multiplies by Ri(θ)), returns to the ground level (electric field multiplies by

e−ika sin θ), and reflects from the ground (electric field phasor multiplies by Rg(θ)),

then it should be at the same amplitude and phase as the original wave. If it is not,

then the wave solution does not constitute a valid time-harmonic mode (i.e., it is not

self-consistent of self-propagating).

2.4.3 Propagation model

The search for combinations of θ, a, and k, that satisfy the conditions leads to a com-

plete solution of ELF/VLF propagation in the Earth-ionosphere waveguide, under

the assumption that the waveguide can be treated as having two sharp boundaries.

However, a more proper and thorough treatment considers the ionosphere as plane

stratified, or consisting of various layers stacked on top of each other, with a separate

reflection coefficient tensor at each boundary. Solving for the modes in this more

complicated case leads to a fourth order polynomial equation known as the Booker
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quartic [Booker , 1938], whose four roots must be determined. Numerically, however,

this determination turns out to be difficult [Budden, 1985, ch.6]. We utilize a partic-

ular method of solving for these modes which is described in more detail by Lehtinen

and Inan [2008].

The model described therein calculates reflection and transmission coefficients

between each layer, as shown in Figure 2.13. The full-wave solution therefore intrin-

sically calculates the radiation both into the Earth-ionosphere waveguide, and upward

into the magnetosphere, for all three components of both the electric and magnetic

fields. This model has been utilized to model propagation of ELF/VLF waves to 700

km altitude, and compared to observations of intense HAARP-radiated signals by

the DEMETER satellite [Piddyachiy et al., 2008]. It has also been used to model

transionospheric propagation of VLF waves Lehtinen and Inan [2009], and so-called

‘V-shaped streaks’ of sferics from power thunderstorms observed by DEMETER [Par-

rot et al., 2008].

The model as utilized in this dissertation makes three important assumptions.

The first is that both the ionosphere and the geomagnetic field are homogeneous in

the horizontal plane. The second is that the Earth is taken to be flat (effects of the

curvature have not been included). However, we limit our discussion of the radiated

power to within 1000 km of the source, so that the Earth within this region can be

safely considered to be flat.

However, the assumption that the ionosphere is horizontally stratified is somewhat

unrealistic, in that the patch of the ionosphere above HAARP has a higher collision

frequency than the rest of the ionosphere considered. It should be noted, however,

that Lehtinen and Inan [2008] discuss this error and conclude that it is no worse

than 3% for the (more important) Hall conductivity sources. In addition, the results

obtained with this model have been compared to a complete Finite-difference time

domain (FDTD) technique (presented by Payne et al. [2007]), which includes the

effect of the modified ionosphere, and the results were found to be similar.

It is also assumed that the generated ELF/VLF electromagnetic fields are not

so large as to perturb the auroral electrojet fields themselves (thereby making the

propagation problem nonlinear). Consider a first order expansion of Ohm’s law into a
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DC component (from the auroral electrojet), and an AC component (from modulated

HF heating)

~J = (σDC + σAC)( ~EDC + ~EAC) (2.33)

= σDC ~EDC + σAC ~EDC + σDC ~EAC + σAC ~EAC (2.34)

where ~J is the current in the ionosphere, σDC is the ambient ionospheric conductivity,

σAC is the HF-generated conductivity modulation, ~EDC is the electrojet electric field,

and ~EAC is the electric field generated by the modulated current.

The first term of Equation 2.34 is simply the background auroral electrojet field,

which is constant and therefore does not contribute to ELF/VLF radiation. The

second term is the modulated source currents calculated from the HF heating model.

The third term includes the polarization currents from the modulated source currents,

and is intrinsically calculated by the propagation model via the reflection and trans-

mission coefficients in the stratified ionosphere. The fourth term takes into account

the cross modulation of the ionospheric conductivity changes with the modulated

source currents and the polarization currents. This term is nominally at twice the

AC frequency (and at DC), but if it is especially large, it is also cross modulated

with the polarization fields and the source currents, yielding a component at the AC

frequency which acts against the second and third terms. Under this condition, a

first order expansion of Ohm’s law is not appropriate, and application of Ohm’s law

becomes a nonlinear problem.

For the Hall and Pedersen conductivities, the fourth term (as can be verified by

the model results) is indeed too small to be of significance. However, because the

Parallel conductivity is so much larger, the fourth term is in fact sufficiently strong

so as to negate the polarization field, especially since the auroral electrojet field is

very small along the geomagnetic field line. In other words, the plasma conductivity

in the parallel direction is so high that it does not allow quasi-static fields to build

up in the vertical direction. Hence, in the propagation model, we neglect the Parallel

modulated currents, and utilize only the Hall and Pedersen currents.
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Other workers have discounted the impact of σ‖ [Stubbe and Kopka, 1977; Moore,

2007; Payne, 2007]. It is also worth noting that Payne et al. [2007] evaluated exper-

imental data in which a null in the electric field pattern is found as the modulated

HF heating beam is steered in a circular pattern around a receiver close to HAARP.

This null arises from the directionality of the auroral electrojet. A theoretical model

including only Hall and Pedersen conductivities produces matching results, so there

is some experimental evidence that the parallel conductivity may not have a large

impact on the radiated ELF/VLF signals.

However, the precise evaluation of the impact of ∆σ‖ on the radiation pattern from

HF heating is outside the scope of this work (though it could be an interesting topic

for future study), so for the purposes of this dissertation, we retain the assumption

used in the past that ∆σ‖ can be discounted.

2.5 Model results

Some results of the complete HF heating and ELF/VLF propagation model are shown

in Figure 2.15. The input currents come from the HF heating model simulation shown

in Figure 2.11, and with an auroral electrojet field assumed to be 10 mV/m in the

geomagnetic north direction (∼22.4◦ East of geographic north). The left panels show

the fields on the ground, over a region 2000 km×2000 km, centered at the HF heater.

The top left panel shows the total horizontal component of the magnetic field, and

bottom left panel shows the vertical component of the electric field. The horizontal

electric field, and vertical magnetic field are not shown because they are negligibly

small (since the ground is a good conductor at these frequencies), though they are

nonetheless calculated by the propagation model.

The pattern of electromagnetic fields on the ground resembles that of a single

dipole immediately above HAARP, whose orientation is roughly in the northeast

direction. In particular, a null in the electric field can be seen near the center point,

where HAARP is located, and extending along a line oriented on the northwest-

southeast direction. Payne et al. [2007] utilize vertical electric field measurements

to detect the orientation of this null, and thus the orientation of the effective dipole
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Figure 2.15: ELF/VLF propagation simulations
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generated above HAARP. The orientation of the effective dipole is related to, but not

precisely the same as, the orientation of the auroral electrojet field, as discussed by

Cohen et al. [2008a]. Cohen et al. [2008a] also observe a directionality inherent in

HF heating experiments, resulting from the orientation of the effective dipole above

HAARP, which affects the signal amplitudes to distances of 700 km by 5−10 dB as

a function of direction. This observed directionality can be seen also in the top left

plot of 2.15

Although the model utilized here calculates the electric field, all ground measure-

ments used in this thesis are of the horizontal magnetic field, so we focus on this

quantity for the remaining theoretical results presented.

The right hand panels of Figure 2.15 show the ELF/VLF radiation detected at al-

titudes of 150 km (top), and 700 km (bottom). Unlike the radiation that goes into the

Earth-ionosphere waveguide, propagation of signals upward into the whistler-mode

is confined to remain close to the field lines due to the anisotropic refractive index

profile for whistler-mode propagation [Helliwell , 1965]. In fact, the whistler-mode

radiation remains so tightly bound in the column, that the distinct sidelobe pattern

can be observed in the radiation at 150 km altitude, even though the ELF/VLF waves

are generated below 100 km altitude.

The geomagnetic field lines over HAARP, however, are not vertical but are tilted

by ∼16◦ from vertical, so in following these lines, the radiated region shifts to the

southwest by the time it reaches 700 km altitude. The strong tendency of the

ELF/VLF radiation into space to remain in a tight, intense column propagating

up the field line has been predicted theoretically [Payne et al., 2007; Lehtinen and

Inan, 2008] and observed experimentally [Piddyachiy et al., 2008].

Figure 2.16 shows the results of two propagation simulations, with σH and σP

separated, for the same HF heating conditions as in Figure 2.11 and Figure 2.15. Al-

though in real life, the three conductivities cannot be decoupled, the linear nature of

the propagation model allows the conductivities to be separated and their radiation

patterns calculated independently. This decoupling enables us to see the relative con-

tributions of the two conductivities, for both Earth-ionosphere and magnetospheric

injection.
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Figure 2.16: Hall, Pedersen, and Parallel conductivity contributions
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Figure 2.17: Horizontal magnetic field from current sources

In the top two plots, the horizontal magnetic field is plotted along the ground,

over a square 2000 km long centered at HAARP. The dashed gray line shows the

geomagnetic north-south direction, passing through HAARP. The radiated fields from

σH current sources (left) appear to be significantly stronger than those from σP current

sources (right), indicating that the Hall conductivity modulation does play a dominant

role in determining ELF/VLF signals observed on the ground. The bottom two plots

show the magnetic field over a 500 km square, at al altitude of 700 km. Similar

to the ground prediction, the contribution of the Hall conductivity appears to be

substantially stronger, for both the ground magnetic field, and the magnetic field

injected to 700 km altitude.

Figure 2.17 shows the comparative effect of horizontal sources in the ionosphere.

The top three panels show the x component of the magnetic field, the bottom three

panels show the y component. The three columns show simulations with the same HF

heating input as before, except divided up with only the current source components
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in the x (left), y (center), and z (right) directions. The sources in the z direction arise

only because of the slight tilt of the magnetic field, and are therefore smaller than

the x and y components, but on the other hand, a vertical dipole is believed to be

substantially more efficient at directing signals into the Earth-ionosphere waveguide.

Dividing the sources into its three components, and observing the resulting Bx

and By fields on the ground suggests that the radiation pattern on the ground can be

separated into two components: One larger component closely resembling the pattern

from an effective electric dipole above HAARP, and another component resulting from

the effects of anisotropy and mode conversion in the ionosphere.

For instance, for the x component of the current sources, the field on the ground

is dominated by the By component (bottom left plot), whereas the Bx component

(top left plot) is smaller. The By radiation pattern is stretched in a direction close

to East-West, consistent with a dipole oriented in the East-West direction (where all

the sources are oriented), although some rotation in the apparent direction results,

likely from rotation of the wave polarizations as they exit the ionospheric plasma.

However, the pattern on the ground of the weaker By component (top left plot) is

aligned in a symmetric fashion about the geomagnetic North-South line (shown in

dashed gray), and this alignment is consistent with the notion that the By component

arises from anisotropy and conversion between differently polarized modes, which also

have a direction of symmetry in the geomagnetic North-South direction. The same

separation of components appears to be the case for the y-directed current sources

(middle plots), which dominantly produces Bx fields on the ground, and By fields

are symmetric about the geomagnetic North-South line. Finally, the two right hand

plots show that the small vertical component of the modulated currents in the vertical

direction appears to be very weak, despite substantially more favorable efficiency of a

vertical dipole for injecting power into the Earth-ionosphere waveguide. Nonetheless,

the small vertical sources are included in all model results reported in this dissertation.

Having now desribed an end-to-end model of HF power from HAARP, to ELF/VLF

fields receivers on the ground in the space, we are now ready, in the remainder of this

dissertation, to apply this model to both the observed phenomena that we will de-

scribe in Chapter 3.



Chapter 3

HF Beam Motion: Experiments

Ever since the first observations of ELF/VLF waves by Getmantsev et al. [1974], there

has been an active search for the most effective way to generate ELF/VLF power by

varying the HF beam parameters, which include HF frequency, beam direction, and

power modulation envelope. Despite these efforts, most ELF/VLF wave generation

experiments have continually been performed with amplitude modulated HF radia-

tion, where the beam power is turned ON and OFF at the desired ELF/VLF rate,

since no clear cut advantage could be found with any other modulation technique.

Alternative methods may be advantageous in one (or both) of two ways: they may

bring about increased total power of ELF/VLF generated (or, alternatively, the HF

to ELF/VLF conversion efficiency), or the ability to provide directional control of the

ELF/VLF energy, particularly into the Earth-ionosphere waveguide. We therefore

must develop metrics for both measures of merit in any complete comparison of HF

heating methods in the context of ELF/VLF generation.

In this chapter, we describe and implement two classes of ELF/VLF wave gener-

ation via HF heating, known as beam painting and geometric modulation, which rely

prominently on changing beam direction in an effort to generate stronger ELF/VLF

signals. Much of the material in this chapter has been published by Cohen et al.

[2008b] and Cohen et al. [2009, in press].

79
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3.1 ELF/VLF generation and beam motion

Since the first report of HF beam steering capability at Tromsø [Rietveld et al., 1984],

some efforts have been made to utilize this capability in ELF/VLF wave generation

experiments. Barr et al. [1987] alternated the HF beam between two locations in

the ionosphere, with the beam spending half the ELF/VLF period on each spot.

The two locations were displaced by a controllable zenith angle, between 0 and ±37◦.

Observations of the generated ELF/VLF waves were made at a distant receiver (∼500

km to the South). Barr et al. [1987] report observations at that receiver which

resemble that which would result from two independent ionospheric sources operating

180◦ out of phase, as was demonstrated via an interference pattern (as a function of

frequency) observed at the distant receiver.

Villaseñor et al. [1996] also utilize a so-called ‘demodulation mode’, where the

beam points vertically for half the ELF/VLF period, and points toward two regions

on either side of vertical for the second half of the cycle. The demodulation mode

is similar in concept to the two-location technique reported by Barr et al. [1987],

and signal strengths about half compared to AM are reported therein, measured

within 150 km of the HIPAS facility. Papadopoulos et al. [1994] and Borisov et al.

[1996] theoretically describe a coherent sweep, with a source moving along a line at

rates close to the phase velocity of propagating waves, in order to generate Cerenkov

radiation.

In a larger and more general extension of this concept, the first experiments of a

new technique known as geometric modulation are presented by Cohen et al. [2008b]

and constitute one of the key contributions of this dissertation. Geometric modula-

tion involves the HF beam moving in a geometric pattern at ELF/VLF rates, with

no power modulation. The period of traversing the geometric pattern dictates the

fundamental ELF/VLF frequency generated, since a given location within the pattern

undergoes modulated ON-OFF heating at that rate. Due to the rapid (100 kHz) beam

steering rates possible with HAARP, nearly arbitrary geometric patterns are possible.

In a ’circle-sweep’, for instance, the HF beam sweeps along a circular pattern, with

either clockwise or counterclockwise rotational sense. In a ‘sawtooth-sweep’, the HF
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beam traverses a line in one direction, over a period equal to one ELF/VLF period,

and can be oriented in an arbitrary direction.

In a separate theoretical effort, Papadopoulos et al. [1989] suggest a so-called

‘beam-painting’ technique, where the HF heating beam scans rapidly over a large area

during the ON portion of the ELF/VLF period, returning to each location before the

electrons have cooled. Although still possessing the ON-OFF pattern to the HF power

as amplitude modulation, beam painting enables a much larger area of the ionosphere

to be heated, potentially enabling stronger ELF/VLF generation, particularly at the

lowest frequencies.

Barr et al. [1999] experimentally determined that beam-painting would likely not

be effective at the Tromsø facility, as the technique of beam-painting requires high-

ERP HF heating so that the characteristic heating rates can be much faster than

the cooling rates. Also, the Tromsø facility possessed a beam scanning ability along

one dimension (first reported by Rietveld et al. [1984]) but not rapid enough to fully

implement the beam painting technique. Nonetheless, it is found that the ERP of

the Tromsø heater was not sufficiently high [Barr et al., 1999].

The upgraded HAARP facility was specifically designed to combine the highest

ERP among worldwide HF heating facilities along with the ability to very rapidly

(i.e., 100-kHz rates) steer the beam over a cone within ∼30◦ of vertical. As such,

HAARP is uniquely suited to investigate ELF/VLF wave generation with this beam

painting technique. In this chapter, we implement the technique and describe its

results.

Figure 3.1 schematically shows how the HF beam evolves over the ELF/VLF

period (at 2.5 kHz, or 0.4 ms period) for amplitude modulation, beam painting, and

geometric modulation, with the row showing the position of the beam (or no beam

if HF power is OFF) at five points within the ELF/VLF period. The HF energy

can be seen to begin at the ground, reach the ionosphere, and heat a region of the

ionosphere shown in red. The light blue elliptical regions represent where the beam

had previously heated during the ELF/VLF cycle.

The upper panel shows the progression of the HF beam at five points within the

ELF/VLF cycle (assuming 2.5 kHz, so the total ELF/VLF period is 4 ms). The
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lower panel shows the HF power as a function of time. In amplitude modulation, the

HF beam orientation is kept constant during the experiment, but the HF power is

multiplied by an envelope function (in this case, a square wave with 50% duty cycle)

at the desired ELF/VLF frequency. During beam painting, the HF power is also

multiplied by a square-wave envelope function, but the beam is additionally steered

very rapidly (i.e., 10 µs dwell times) between a number of locations during the ON

portion of the ELF/VLF period. For geometric modulation, the HF power is left

ON continuously, but the beam is slowly (i.e., in 40 steps) swept along a geometric

pattern, so that the geometric pattern is traversed in one ELF/VLF period.

One of the potential advantages of geometric modulation arises from its unmodu-

lated HF power, so it inherently injects twice as much HF power into the ionosphere

compared to 50% duty cycle square wave amplitude modulation. We can therefore ex-

pect that for the same HF-ELF/VLF conversion efficiency, stronger ELF/VLF signals

would be observed in general. Some efforts have been previously made to generate

enhanced ELF/VLF waves with a continuous wave (CW) HF heating process. One of

the most straightforward ways is presented by Barr and Stubbe [1997], which split the

Tromsø HF array into two halves, and drove them with two different CW HF frequen-

cies, differing by 565 Hz or 2005 Hz. They find that this CW method produced ∼11

dB weaker signals compared to amplitude modulation. However, calculations therein

suggest that the generation might increase above 2 kHz, specifically in the direction

of the array half with a lower HF frequency, though it would decrease in the opposite

direction. Villaseñor et al. [1996] tried a similar arrangement (referred to therein as

double-frequency excitation) at the HIPAS facility and also found generally weaker

signals compared to traditional AM generation below ∼2 kHz, but comparable signals

at times between ∼3 kHz and 14 kHz. This CW technique was also found to be more

stable over time than the AM method.

Geometric modulation, however, implies operation of the entire HF array at one

frequency, enabling the HF power to remain in a tightly formed, high-ERP beam. Yet,

in moving the HF beam at an ELF/VLF rate, it nonetheless achieves an ON/OFF

pattern at every location in the ionosphere, although the ON and OFF times are

different for different portions of the heated region, a key aspect we discuss later.
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3.2 Implementation

For each instance of amplitude modulation, beam painting, and geometric modu-

lation, we may utilize either an axially symmetric implementation (where the beam

locations do not favor a particular direction), or a directed implementation (where the

beam locations are arranged so as to favor a particular direction), as shown in Figure

3.2. For AM modulation, the HF beam can be directed vertically (symmetric, referred

to here as ‘vertical-AM’) or at an oblique angle along some azimuth (directed, referred

to here as ‘oblique-AM’). The beam-paint locations may be organized with 9-points

to fill a grid area (symmetric, referred to here as ‘grid-paint’), or a 3-point paint to

illuminate an azimuth line (directed, referred to here as ‘line-paint’). The geometric

modulation pattern may be a circle (symmetric, referred to here as ‘circle-sweep’), or

a line traversed in only one direction (directed, referred to here as ‘sawtooth-sweep’).

The axially symmetric implementations are useful for understanding the total

wave generation achieved with a particular format, since those implementations do
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not intrinsically favor a certain direction in the Earth-ionosphere waveguide as a

result of the HF beam direction, and thus can be more directly compared to vertical-

AM. The directed implementation is useful for characterizing the directionality of the

modulation technique, which can be inferred by varying the azimuth chosen. The

HAARP array capabilities enable beam locations within ±15◦ angular region to be

included in these formats, so that this specification dictates the radius and length

of the geometric modulation sweeps and the spacing of the beam paint locations.

This ±15◦ limitation is applied in all experiments presented here. The name of each

implementation, and their correspondence to amplitude modulation, beam painting,

and geometric modulation, are used throughout this dissertation and are summarized

in Figure 3.2

A comparison between beam painting and geometric modulation is of particular

interest, since the techniques illuminate an area of the ionosphere of roughly the same

size, whereas amplitude modulation illuminates a smaller region corresponding to a

single beam width. However, an important differentiating characteristic between ge-

ometric modulation and beam painting is that for the latter, the heated region of the

ionosphere radiates ELF/VLF roughly in phase, whereas for geometric modulation,

the slower scanning dictates a progressive phase. For instance, the elements on op-

posite sides of the circle illuminated by the circle-sweep radiate ELF/VLF 180◦ out

of phase.

In all the experiments described herein, amplitude modulation is achieved with

50% duty cycle, 100% depth square wave modulation, at either 3.25 MHz or 2.75

MHz.

3.3 Experimental setup

ELF/VLF data are taken with the Atmospheric Weather Electromagnetic System for

Observation Modeling and Education (AWESOME) receiver, which is described in

detail in Appendix C, and by Cohen et al. [2009b]. The AWESOME receivers consist

of two orthogonal air-core loop antennas, sensitive to the horizontal magnetic field

between ∼0.3−47 kHz. A third channel, which can be used for the vertical component
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Figure 3.3: Map showing location of HAARP and ELF/VLF receivers

of either the magnetic field or electric field, is not utilized in these observations. Data

are sampled at 16 bits at 100 kHz, and synchronized to GPS and provide <100

ns absolute timing accuracy. Receiver noise levels vary depending on antenna size

and frequency but are in the range of ∼0.001 picoteslas per
√
Hz in the pass band.

Calibration is performed by injection of a signal reference into the front end of the

receiver, which enables the recorded digital values to be directly related to magnetic

field values at all frequencies. The data can be rotated in post processing, so that the

magnetic field can be obtained both in the radial direction (parallel to the source-to-

receiver path), and the azimuth direction (orthogonal).



CHAPTER 3. HF BEAM MOTION: EXPERIMENTS 87

Figure 3.3 shows a map with the three receiver locations utilized in this work: Chis-

tochina (62.62◦N,−144.62◦W, 37 km from HAARP), Juneau (58.59◦N, 134.90◦W, 704

km from HAARP), and Kodiak (57.87◦N, 152.88◦W, 661 km from HAARP). Chis-

tochina is located near to the HAARP facility, while Juneau and Kodiak are located

in roughly orthogonal directions from HAARP, but at similar distances.

The design of an experiment to compare various modulation techniques must take

into account the rapidly varying natural generation conditions (namely, the auroral

electrojet strength and direction, and the lower ionospheric density profile), which

can drastically change (by as much as a factor of 100) on the order of tens of seconds

(although at other times they can remain remarkably steady), and can additionally

be radically different from day to day. To compare the effect of various modulation

techniques, we transmit a series of tones at several different frequencies for each

technique. The tones are typically only a few seconds long to minimize the effect

of naturally changing conditions, while still allowing unambiguous detection in the

receivers.

Figure 3.4 shows a portion of a transmission format intended to evaluate the

frequency responses of the six types of modulation. The upper panel shows the

frequency-time signature transmitted by HAARP on 19-March, 2009. A sequence of

six 2-second long tones at different frequencies allow the frequency response to be as-

sessed on the ground, and is repeated for each modulation scheme. The upper panel

in fact shows only a portion of the transmission format, since the directed implemen-

tation (dashed lines) are repeated for 8 different direction. The entire transmission

format lasts 6 minutes.

The bottom panel of Figure 3.4 shows an example of the ELF/VLF signals de-

tected at a receiver in Chistochina, Alaska. The data are displayed in the form of a

spectrogram, where the magnetic field time-series are divided into overlapping bins

(in this case, 75% overlapping) of a certain length (in this case, 1/80 second), and

a Fast Fourier Transform (FFT) is performed on each bin (in this case, with zero

padding by a factor of two). The spectrogram displays the amplitude of the FFT of

each bin with a logarithmic colorbar scale. The spectrogram enables the frequency

content of a dynamically changing signal (such as that of VLF broadband data) to
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Figure 3.4: Transmission format and sample data from AWESOME receiver
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be concisely presented. For instance, the tones are clearly detected in the form of

horizontal lines, and appear with very high signal-to-noise ratio. There are also other

features in the data. The thin vertical lines are radio atmospherics, so-called ‘sfer-

ics’, which are impulsive radiation originating from lightning strokes which may be

at global distances from the receiver.

The bottom portion of the spectrogram, below 2 kHz, shows significant inter-

ference from power lines, in the form of 60 Hz coupled energy, along with many

higher-order harmonics, colloquially known as ‘hum’. It is possible, nonetheless, to

remove this steady interference, and in the second half of the record, we have applied

a technique to mitigate the hum. Appendix D of this dissertation describes two such

techniques for achieving power line interference mitigation, one optimized for compu-

tational efficiency (usable in a real-time system) and another optimized for optimal

subtraction (useful for limited post-processing applications).

To further mitigate changing electrojet and ionospheric conditions, and to enable

meaningful long term averages, the transmission format is repeated for long periods

(typically an hour or more), after which the following averaging technique is applied

(also utilized by Cohen et al. [2008b]). For each received single-frequency tone, the

complex phasor amplitudes of both the radial and azimuthal magnetic fields are cal-

culated by integrating the demodulated data in the baseband over the duration of

the tone. The phasors over the many repetitions of the format can then be averaged,

since the phasor is represented by a single complex number. The phasors are sepa-

rately averaged for the radial and azimuthal fields, and the final results then summed

in quadrature.

Averaging the signals in complex phasor form instead of just their amplitudes has

the advantage of significantly improving the signal to noise ratio (SNR). When av-

eraging a large number of complex phasors, incoherent noise destructively interferes,

whereas coherent signals with the same phase add constructively, thereby enabling

detection of weaker signals. The same process can then be repeated at neighbor-

ing frequencies without HAARP transmissions, to determine comparative noise levels

(and therefore the uncertainties via the SNR). We note that if this technique is ap-

plied during periods when the polarization or phase of the received signals change
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substantially over time (for instance, when the ionospheric conditions or auroral elec-

trojet orientation change), the averaged phasor values may not accurately represent

the average signal amplitudes, since the signals would not maintain constant complex

phase. We therefore repeat this experiment on multiple days, to confirm that the

comparative results shown here hold consistently, although only one representative

example from a single day is shown here.

All HF heating experiments described here are carried out with X-mode heating

at 2.75 MHz or 3.25 MHz, the lowest HF frequencies available with HAARP, and also

those that have been observed to produce the strongest ELF/VLF amplitudes on the

ground (due to higher absorption in the D-region). The ERPs at these frequencies

are ∼420 MW and ∼575 MW, respectively.

The geometric modulation and beam painting experiments involve changing the

phase of the HF signal radiating from each antenna element, in order to change the

direction of the HF beam at each of the many discrete steps. We must, however,

account for the possibility that the HF beam shape does not remain constant as

a result of the beam stepping. Though not shown here, it is observed with an HF

receiver underneath the HAARP facility that the antenna array undergoes a transition

period, a few µs long, at each step of the beam motion. During this period, the beam

location may slew back and forth slightly, nevertheless the shape of the HF beam and

its sidelobes remain largely intact, with the ERP likely not reduced by any more than

1 dB. Hence, the transition period between successive beam steps likely has a small,

if any, impact on the HF power densities delivered to the ionosphere, as compared to

amplitude modulation with a stationary beam.

3.4 Comparative frequency response

A single comprehensive experiment which quantitatively compared the above six mod-

ulation schemes was conducted on 16 March 2008, between 1300 UT and 1600 UT.

Each technique is implemented in symmetric form (top row) and directed form (mid-

dle and bottom rows directed to Juneau and Kodiak, respectively). The observed

fields, with error bars, calculated as discussed above, are shown at Chistochina (left
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Figure 3.5: The generated amplitudes from beam painting

column), Juneau (center column), and Kodiak (right column), although the error bars

at Chistochina are too small to be visible (due to the very high SNR). We note again

that since Juneau and Kodiak are at close to orthogonal azimuths from HAARP, they

sense nearly orthogonal elements of the radiation pattern from the HAARP ELF/VLF

ionospheric source region. The locations of the receivers in Alaska, with respect the

HAARP, are shown in the map in Figure 3.3.

3.4.1 Generated amplitudes from beam painting

Since amplitude modulation represents the benchmark in the history of ELF/VLF

wave generation, we now compare both geometric modulation, and beam painting,

against amplitude modulation, for both symmetric and directed forms. Figure 3.5

shows the average phasor magnetic field amplitude for Chistochina, Kodiak, and

Juneau, with vertical-AM shown in red, and the grid-paint shown in blue. The re-

sponse of amplitude modulation generally drops off with frequency above the 2−4

kHz range, consistent with past experiments which have found decreasing generation

efficiency with increasing frequency [Stubbe and Kopka, 1977]. But since this aspect



CHAPTER 3. HF BEAM MOTION: EXPERIMENTS 92

is common to all HF heating experiments, our focus is on the comparative frequency

response between vertical-AM and the other modulation techniques. In addition, sig-

nals are 5−10 dB weaker at Juneau compared to Kodiak, likely due to the orientation

of the effective HAARP dipole, as observed and discussed by Cohen et al. [2008a]. In

particular, an effective ELF/VLF dipole above HAARP oriented roughly in the geo-

magnetic East-West direction (roughly towards Juneau) has weaker radiated signals

in that direction.

The grid-paint is implemented with the HF beam alternating among 9 locations

with 10 µs dwell times at each of them. The nine locations consist of the vertical

direction, and eight locations at 15◦ zenith angle, and azimuths spanning a complete

circle at 15◦ increments. The beam therefore spends 1/9 of the ON portion of the

ELF/VLF cycle, at each of the nine beam locations, but according to the proposed

idea of beam painting, sufficiently high ERP would be required such that the heating

during that small portion of time is strong and fast enough to sustain the electron

temperatures at a high level during the other 8/9 steps in the ON cycle.

At Chistochina, which is very near to the HAARP facility, the ELF/VLF signals

are substantially stronger than the comparative noise floor (which is no higher than

−60 dB-pT), so that the error bars are not even visible in the plot. At Kodiak or

Juneau, the error bars are larger. Measurements are taken at six frequencies (2.5,

3.125, 4.167, 5, 6.25, and 8.333 kHz).

At Chictochina, the grid-paint is stronger by 2−4 dB compared to vertical-AM,

with the gap being smaller at the highest ELF/VLF frequency. All six ELF/VLF

frequencies verify the same observation. However, at the two more distant sites (∼700

km), the two curves are indistinguishable within the error bars, although at the two

lowest frequency measurements taken at Kodiak, grid-paint appears to be yielding

a ∼2−4 dB advantage. On the basis of the experimental measurements here, beam

painting appears to generate a detectable boost in signal amplitudes only at sites near

the HAARP facility, whereas there seems to be no advantage at longer distances.
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Figure 3.6: Directionality associated with beam painting

3.4.2 Directionality from beam painting

The directionality of beam painting is evaluated via the line-paint. The line-paint is

implemented with three beam locations, one vertical, one directed toward a specific

receiver at 15◦ angle, and one directed away. The beam alternates between these

three locations with 10 µs dwell times. We plot in Figure 3.6 the magnetic field

received at Kodiak (left) and Juneau (right), as a function of frequency, for vertical-

AM (red), a line-paint oriented toward Kodiak (blue), and a line-paint oriented to

Juneau (green). Since Kodiak and Juneau are at close to orthogonal directions from

HAARP, they effectively sense two orthogonal components of the directional radiation

pattern, especially since they are both at very similar distances.

Changing the azimuth of the line-paint between the HAARP-to-Kodiak direction

and the HAARP-to-Juneau direction affects the received ELF/VLF amplitudes by

4−6 dB, particularly at Kodiak (where the error bars are smaller). Directing the line-

paint to Kodiak generates stronger signals at Juneau, orthogonal to the orientation

of the line of the line-paint. We can thus place a lower bound of 4−6 dB on the

directional control inherent to the line-paint scheme.
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Figure 3.7: The generated amplitudes from geometric modulation

3.4.3 Generated amplitudes from geometric modulation

We now describe the observed properties of geometric modulation. Figure 3.7 shows

a comparison between the circle-sweep and vertical-AM, analogous to Figure 3.5.

At Chistochina, the comparative frequency response between the circle-sweep and

vertical-AM is a strong function of frequency, more so than in the case of the grid-

paint comparison to vertical-AM. between 2−4 kHz, the circle-sweep is less effective,

but above 4 kHz, the circle-sweep ELF/VLF field exceeds that of vertical-AM by as

much as ∼5 dB.

As in the case of the grid-paint in Figure 3.5, the behavior looks substantially

different at the more distant sites, Kodiak and Juneau. There, the circle-sweep gen-

erates stronger ELF/VLF waves by 7−11 dB. Similar to the behavior observed at

Chistochina, the circle-sweep appears to become increasingly advantageous compared

to vertical-AM for the higher frequencies, i.e., above 4 kHz, whereas grid-paint and

vertical-AM, observed at long distances, appears to yield the same result regardless

of frequency.
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Figure 3.8: Directionality associated with geometric modulation

3.4.4 Directionality from geometric modulation

We now explore the directionality of geometric modulation as achieved via the sawtooth-

sweep. Figure 3.8 shows sawtooth-sweeps oriented to Kodiak, and oriented to Juneau,

compared to vertical-AM. In these cases, the directional control apparently exhibited

by the sawtooth-sweep is very large, as high as 11−15 dB. This directionality is most

apparent at Kodiak, where the SNR is higher than at Juneau. Even at Juneau,

though, the sawtooth-sweep oriented in its direction is unambiguously stronger than

either vertical-AM, or a sawtooth-sweep to Kodiak. The sawtooth-sweep appears to

have directionality inherently opposite to that demonstrated by the line-paint, in that

it directs ELF/VLF radiation in the direction of the sawtooth-sweep azimuth.

3.4.5 Geometric modulation compared to oblique-AM

In light of the commentary put forth by Moore and Rietveld [2009], and the subsequent

response by Cohen et al. [2009a], it is worth considering the comparative advantage

of the sawtooth-sweep and circle-sweep over simply tilting the HF heating beam and
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utilizing amplitude modulation (i.e., oblique-AM).

A comparison between the relevant techniques is shown in Figure 3.9. The circle-

sweep yields 3−6 dB stronger signals compared to oblique-AM directed at that re-

ceiver, particularly in the frequency range between 3 and 6 kHz. Similarly, comparison

between the sawtooth-sweep directed to either Juneau or Kodiak and oblique-AM di-

rected to the same receiver indicates that the sawtooth-sweep yields 3−6 dB stronger

signals at that receiver, particularly in the frequency range above 4 kHz, at least as a

high as 8 kHz. Hence, the geometric modulation techniques appears to produce am-

plitude gains at a distant receiver that cannot be explained strictly by the tilted-beam

nature.

We also note that although the 15◦ oblique angle as discussed here enables a more

direct comparison with geometric modulation, the current hardware limitations of

HAARP allow oblique-AM heating at up to 30◦ from vertical, whereas geometric

modulation and beam painting are currently restricted to a ±15◦ cone from a given

location. It is possible, however, to conduct geometric modulation and beam painting

experiments with the center point located 15◦ off vertical (whereas in this paper the
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center point is strictly vertical. Such a strategy may capture additional directionality

and amplitude gains. For example, a future experiment may compare oblique-AM

HF heating at 30◦ from vertical with a circle-sweep in which the center of the circle

is inclined by 15◦ from vertical.

3.4.6 Summary of ground-based observations

Figure 3.10 presents the complete experimental results in a comprehensive fashion.

The columns show received signals at Chistochina (CH), Juneau (JU), and Kodiak

(KO), and the colored plots refer to geometric modulation (green), beam painting

(blue), and amplitude modulation (red). From this display, the key features of the

modulation scheme can again be observed. Beam painting yields a small enhancement

in amplitudes (2−4 dB) when observed near HAARP compared to vertical-AM, but

this enhancement is not apparent farther away. Geometric modulation, on the other

hand, generates 7−11 dB stronger signals then those of vertical-AM at sites far away

from HAARP, although the difference is smaller near HAARP, and even smaller below

3−4 kHz.

It seems that the relative advantage of geometric modulation circle-sweep in gen-

erating stronger ELF/VLF is not apparent at observation sites near HAARP. As

discussed further in Chapter 5, this observation likely arises from the pattern of

ELF/VLF phase in the HF heated region. For instance, since opposite sites of the

circle-sweep radiate ELF/VLF out of phase, the radiation from the circle-sweep would

produce a null at the center. The lack of a complete null at Chistochina is likely due

to nonidealities of the sources, namely, the finite size of the HF beam, and also the

effects of its sidelobes. Additionally, Chistochina is displaced from the HAARP facil-

ity by ∼37 km (and therefore, from the location on the ground below the center of

the circle-sweep).

Finally, we have the observation that 4−6 dB of directional control can be achieved

by rotating the azimuth of the line-paint, with radiation preferentially injected or-

thogonal to the azimuth. On the other hand, the sawtooth-sweep appears to yield

11−15 dB of directional control by rotating the azimuth of the sawtooth-sweep, with
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preferential radiation in the direction of the sweep (opposite to that observed with

the line-paint)

3.4.7 Magnetospheric injection

All of the observations presented here concern ground-based observations, so they

specifically refer to Earth-ionosphere waveguide injection. We are also interested in

the comparative magnetospheric injection capabilities of these modulation schemes.

In general, we cannot assume that the signal received on the ground demonstrates

similar behavior as a function of HF beam modulation and frequency, compared to

the signal injected into the magnetosphere.

Unfortunately, measurements at the edge of the magnetosphere (500−1000 km

altitude) can only be made by satellites in low Earth orbit (LEO) such as the DEME-

TER spacecraft [Parrot , 2002]. These spacecrafts cannot record continuous HAARP-

transmitted signals, since they pass over the HAARP region only a few times per

day, and move quickly (many km per second) during these passes. These passes also

have different trajectories over HAARP, and record during different ionospheric con-

ditions, so that combining many satellite measurements statistically is rather difficult.

As such, a direct experimental comparison of amplitude modulation, beam painting,

and geometric modulation in the context of magnetospheric injection is extremely

difficult to obtain at this time, although some limited and inconclusive observations

have been made. We therefore discuss this exclusively in Chapter 4, in the context

of simulation results.



Chapter 4

HF Beam Motion: Modeling

The experiments in Chapter 3 yielded the first quantitative experimental comparison

between amplitude modulation, beam painting, and geometric modulation, and dis-

cussed a number of implementations of each one. However, the experimental evidence

presented here is invariably limited by the number of available/suitable receivers, since

one cannot place receivers at each and every location.

In this chapter, we apply the complete theoretical model introduced in Chapter

2 to the experimental techniques discussed in Chapter 3. A quantitative comparison

between theory and experiment may help validate our theoretical framework and allow

us to identify any missing physics that may need to be introduced. More importantly,

a validated theoretical model can be used to predict features not observable from

current experiments, such as the ELF/VLF power injected into space resulting from

amplitude modulation, beam painting, and geometric modulation.

4.1 Modulated currents

We begin by quantitatively comparing the ionospheric modulated currents from the

various modulation techniques. Figure 4.1 show a horizontal slice of the Hall currents,

with each of the six implementations from Figure 3.2 represented in a column. The

simulation shown is for 3.25 MHz HF heating, at 3 kHz modulation frequency. The

dwell time for the beam painting experiments in each location is taken to be 2 µs,

100
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and the number of steps in the geometric modulation modeling is taken to be 20. The

limit of ±15◦ rapid beam steering is also taken into account, so that the implemen-

tation of the HF modulation in the simulation matches that of the experiments. The

directed implementations are modeled with favorable azimuth 127◦ East of North,

which is toward the Juneau receiver from HAARP (roughly toward the Southeast).

The ionospheric model utilized is based on the winter daytime electron density profile

presented in Chapter 1, since the main experimental results presented in Chapter 3

were conducted during a winter daytime ionospheric condition. A realistic empirically

determined HF radiation pattern from the HAARP array is used to determine the

spatial distribution of HF wave power.

The rows show the magnitude of the currents (normalized to the maximum value)

at six points during the first half of the HF heating cycle, in a horizontal slice at 75

km altitude. The red areas are positive currents (i.e., in the direction of the ~E× ~B0),

and the blue areas are currents in the opposite direction. Since we plot here the

Fourier extracted first harmonic of the currents, all currents and fields simply vary

sinusoidally with some amplitude and phase.

Since time increases in the downward direction, we can observe the timing behavior

of the different modulation schemes by examining the lower panels. For instance, in

the vertical-AM column, the currents in the center of the main beam reach a peak

value slightly earlier than the currents at outside edges of the main beam. The same

result can be seen for the grid-paint, oblique-AM, and line-paint schemes. However, in

those modulation schemes, the currents are generally in phase apart from this timing

correction. In most of the panels for those four columns, the currents are either all

positive, or all negative.

The circle-sweep and sawtooth-sweep currents, in the third and sixth columns,

however, appear to behave quite differently. Here, we have both positive and negative

currents present at any given time. In fact, as time advances, the entire pattern of

positive and negative currents can be seen to move. The circle-sweep forms two

swaths of currents, one positive and one negative, which rotates in a circular manner,

much like a dog chasing its own tail. The sawtooth-sweep contains a few swaths,

which travel along a line to the southeast direction. So the two geometric modulation
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schemes appear able to generate a moving source, which move in the direction of the

beam sweep.

4.2 Fields on the ground

Figure 4.2 shows the result of the propagation model with three dimensional cur-

rents from 5 kHz square wave amplitude modulation of 3.25 MHz HF heating. The

horizontal magnetic fields on the ground are shown over a 200 km×200 km region

centered at HAARP. The model is applied assuming the same winter daytime iono-

sphere utilized in the HF heating model. The horizontal magnetic fields correspond

to the experimental measurements presented in Chapter 3.

The propagation model assumes a flat Earth, so the locations of the receivers

are approximated to correspond to their distances and azimuths on a curved Earth.

Juneau is taken to be at an azimuth of 127◦, and a distance of 704 km from HAARP,

while Kodiak is taken to be at an azimuth of 217◦, and a distance of 661 km, from

HAARP, although these sites are not within the grid of locations shown in Figure

4.2.

The three columns show the horizontal magnetic field on the ground from am-

plitude modulation (left), beam painting (center), and geometric modulation (right).

The three rows show the symmetric implementation (top), directed implementation

toward Juneau (JU, middle), and directed implementation toward Kodiak (KO, bot-

tom), as shown in Figure 3.2. Although the locations of Juneau and Kodiak are

outside the grid of locations shown in Figure 4.2, the arrows in the middle and bot-

tom rows show the direction toward Juneau and Kodiak, respectively, from the origin.

The radiation pattern on the ground relatively near HAARP varies substantially

depending on the HF beam modulation function. For both amplitude modulation

and beam painting, the strongest magnetic fields occur close to the HAARP facility,

i.e., closest to the radiating ionospheric region. However, the oblique-AM panels

(directed amplitude modulation) appear to shift the center of the high-magnetic-field

patch away from the origin, and toward the direction of the beam tilting. The effect

of the four sidelobes can also be seen in the symmetric amplitude modulation panel,
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manifesting as four patches of enhanced magnetic field in the four corners surrounding

the central patch.

The magnetic fields near the origin for the three beam painting techniques appear

to be stronger than for the corresponding amplitude modulation techniques. However,

apart from this patch of strong magnetic field near HAARP, the amplitude modulation

and beam painting appear to be generally similar.

In contrast, the character of geometric modulation appears to be radically different

from the other two. In all three implementations, there is a local minimum underneath

the heated ionosphere, despite the fact that the origin location is closest to the center

of the radiating sources. For the circle-sweep (or symmetric geometric modulation),

this local minimum is a small circular patch, centered roughly at the origin, ∼30 km

in radius, where the fields are a factor of ∼5 lower than they are at ∼60 km distance

from the origin. For the sawtooth-sweep (or directed geometric modulation), the

local minimum is a swath passing through the origin, ∼20 km thick, where the fields

are ∼5 times weaker than they are at ∼60 km distance from the origin toward the

sawtooth-sweep azimuth.

The nulls near the heated region apparent for the geometric modulation schemes

are in fact consistent with our experimental observations noted in Chapter 3. In

particular, at Chistochina, the receiver near HAARP, the effectiveness of the geo-

metric modulation circle-sweep and sawtooth-sweep appeared to be similar to ampli-

tude modulation, and less than that of beam painting, i.e., no enhancement in the

ELF/VLF magnetic field is observed from geometric modulation at Chistochina. On

the other hand, at Juneau and Kodiak, ∼700 km away, the circle-sweep, and sawtooth-

sweep directed to the receiver generated substantially stronger signals. This behavior

would appear to be explained by the theoretical results, which demonstrate a null

underneath the heated region. Chistochina is ∼37 km away from HAARP, which

places its location near the edge of the null in the circle-sweep radiation pattern.

Although the magnetic field within 200 km of the HF heater may be helpful in

understanding the basic physical differences in the radiation from the HF modulation

techniques, the more relevant application regards the injection of signals farther into

the Earth/ionosphere waveguide. Figure 4.3 shows the horizontal magnetic field on
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the ground up to a distance of 1000 km away from HAARP. The rows and columns

use the same model simulations as in Figure 4.3. The locations of HAARP, Kodiak

(KO), and Juneau (JU) are indicated with black dots on each plot.

Each grid point in the horizontal plane is normalized to the magnetic field am-

plitude for vertical-AM, since this represents our baseline for comparison. The red

and yellow areas indicate stronger signals compared to vertical-AM, and blue areas

indicate weaker magnetic field signals compared to vertical-AM. Since the top left

plot is therefore normalized to itself, its values are 0 dB throughout. All the other

plots exhibit a series of concentric circles of peaks and nulls. These circles result from

the interference pattern of the multi-mode ELF/VLF waves propagating away from

the source, especially at a frequency of 5 kHz (which is significantly above the Earth-

ionosphere first and second order mode cutoff frequencies of ∼1.8 kHz and ∼3.6 kHz,

respectively). When the ionospheric source is translated horizontally, or enlarged in

size, as they are for all but the vertical-AM simulation, the interference pattern on

the ground is different. An exact experimental measurement of the comparative ef-

fectiveness between these modulation techniques may therefore be sensitive in part to

the exact receiver location, with a few dB of variation. It is for this reason that the

experiments in Chapter 3 were repeated multiple times, in order to ensure consistent

results. The lack of precise consistency among the observations at Juneau and Kodiak

may also be explained as a result of this interference pattern.

Despite the undulations from the interference pattern, it is nonetheless possible to

deduce the general characteristics of each HF modulation scheme. First, we compare

the symmetric implementations, which relate more closely to the total ELF/VLF

wave power launched into the waveguide. The grid-paint magnetic field appears to

be similar overall compared to vertical-AM, apart from the oscillations associated

with the interference pattern. There are about equal amounts of light blue area as

there are light red areas, so within a few dB, the wave amplitudes from the grid-paint

and vertical-AM appear to be the same, regardless of the direction from HAARP.

Our experimental measurements shown in Figure 3.5 establish a similar trend (the

small patch of enhanced amplitude associated with the grid-paint that is visible in

Figure 4.2 is underneath the black dot in the top center panel of Figure 4.3).
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On the other hand, the circle-sweep panel shows stronger signals almost uniformly

over the 1000 km region, by an amount very similar to the 7−11 dB observed and

discussed in Chapter 3 (as in Figure 3.7). In other words, our theoretical calculations

appear to be consistent with an observed 7−11 dB increase in amplitude in the Earth-

ionosphere waveguide via usage of the circle-sweep as opposed to vertical-AM.

The comparative directionality of the three modulation types can be observed in

the middle and lower rows. For amplitude modulation, directing the beam toward

either Juneau or Kodiak appears effective in increasing the radiation in those direc-

tions, respectively. Additionally, a significant null is created in precisely the opposite

direction, so a receiver located opposite to Kodiak with respect to HAARP would

apparently observe equal and opposite magnetic field changes compared to the re-

ceiver at Kodiak, for amplitude modulation, and with the beam steering along the

azimuth toward or away from Kodiak. The additional radiation directed to Kodiak

is confined in a cone ∼45◦ wide, although the width of this cone, as we discuss later

in this chapter, is a function of the ELF/VLF frequency. The enhanced radiation

directed toward Juneau also appears to be slightly weaker than the enhanced cone of

radiation toward Kodiak, and appears to be spread out over a wider angular range

(∼90◦).

The directionality of beam painting (center column) is different from that of am-

plitude modulation. When a line-paint is directed to Kodiak, a cone of enhanced ra-

diation appears in the orthogonal direction, toward Juneau, and when the line-paint

is directed to Kodiak, a cone of enhanced radiation is directed to Juneau, although

the cone itself is not as intense as the cone associated with oblique-AM heating. This

behavior appears to be consistent with observations in Figure 3.6, that ELF/VLF

radiation is directed opposite to the line-paint azimuth, with ∼5 dB of directional

control.

Once again, however, geometric modulation shows markedly different behavior

than either amplitude modulation or beam painting. The radiation pattern includes

a very intense cone, with magnetic fields >10 dB stronger than the field which would

be present from vertical-AM. The cone is similar in width to the cone from the

oblique-AM heating (∼45◦ wide directed toward Kodiak, and ∼90◦ wide directed
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toward Juneau). However, unlike the oblique-AM pattern on the ground, there is

equal and opposite null pattern on the other side from the direction of the sawtooth-

sweep. Rather, there are two thinner nulls roughly orthogonal to the cone directed

to the azimuth of the sawtooth-sweep. It therefore seems that geometric modulation

has a directionality which is different in nature from that of oblique-AM heating.

To further compare experimental data with theoretical results, we repeat in Fig-

ure 4.2 the same plots as Figure 4.3), but at a lower ELF/VLF frequency (2 kHz).

The pattern on the ground is easier to interpret at this lower frequency, since the

interference pattern on the ground is much weaker and sparser than it is for the

5 kHz example. It is therefore more directly visible that the grid-paint gives ∼5

dB stronger signals than vertical-AM, while the line-paints generate ∼3 dB stronger

signals. On the other hand, the geometric signals are in fact very weak at longer

distances, as much as 5 dB weaker compared to vertical-AM. There is very little di-

rectionality evident in the radiation pattern for any of the formats, although the weak

sawtooth-sweeps may demonstrate ∼5 dB of directional dependence. These results

are all consistent with our observations in Chapter 3, where beam painting proved

more effective at the lowest frequencies, whereas geometric modulation demonstrated

equal if not smaller signal amplitudes below 3 kHz.

The reason for such a strong variation in the characteristics with ELF/VLF fre-

quency is a byproduct of the wavelength of ELF/VLF signals, and their relation to

the size of the ionospheric heated region (tens of km across in the D region). The

free-space wavelength at 2 kHz is 150 km, which is substantially larger, but on the

other hand, a 5 kHz wave has a wavelength of 60 km, which is significant compared

to the size of the HF heated region.

We have carefully described two frequencies and discussed the variations in the

horizontal magnetic field calculated at the Earth’s surface for a number of HF modu-

lation techniques. For the sake of a complete comparison, the results of the theoretical

modeling at all frequencies are presented in Figure 4.5, which can be directly com-

pared with 3.10. The simulations are repeated for 1 kHz increments between 1 kHz

and 9 kHz.
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4.3 Magnetospheric injection

The good overall agreement between the theoretical calculations for the magnetic field

on the ground, and the observed magnetic field on the ground, both near HAARP

and further away, is suggestive that the modeling utilized here is capturing the most

important physical principles. It is therefore useful to now extend this model to

predict the electromagnetic fields injected into space. The connection between the

Earth-ionosphere waveguide illumination and magnetospheric injection is poorly un-

derstood, so that our experimental observations on the ground may reveal very little

about the properties of amplitude modulation, beam painting, and geometric modu-

lation, for magnetospheric wave injection.

Injection of waves to the edge of the magnetosphere could couple the signals into

field-aligned guides called ‘ducts’, which may lead to ELF/VLF wave interactions with

radiation belt particles [Inan et al., 2004; Go lkowski et al., 2008], so it is useful to

discuss this aspect. In this context, we therefore discuss injection up to an altitude of

700 km, which is located at the topside of the ionosphere, and is also an altitude where

a number of low earth orbiting satellites (e.g., DEMETER) orbit. We note, however,

that the propagation model does not take into account irregularities in the ionosphere,

particularly those which may be present due to the HAARP HF heating effects in the

F region of the ionosphere. Such irregularities may be responsible for a significant

disparity between theoretical amplitudes of VLF signals in the magnetosphere, and

those observed by satellites [Starks et al., 2008; Lehtinen and Inan, 2009].

Figure 4.6 shows the horizontal magnetic field, in the same plot format as Figure

4.2, and at a modulation frequency of 2 kHz. The radiation pattern from all of the

techniques remain tightly bound to the field line, so that the spatial structure of the

electromagnetic fields is quite similar to the spatial structure of the currents in the

D region, even after propagation to 700 km altitude. For instance, the null in the

center of the circle-sweep is clearly present.

As shown in Figure 4.4, the fields on the ground from 1 kHz modulation are sub-

stantially weaker from geometric modulation compared to beam painting. However,

at 700 km altitude, this is clearly not exhibited. The geometric modulation schemes,
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especially the circle-sweep, seem to produce the strongest magnetic fields, and cov-

ering the widest possible area. This result suggests that the behavior of geometric

modulation may be even more advantageous for magnetospheric injection than it is

for Earth-ionosphere waveguide illumination.

We can evaluate this possibility theoretically. The total power injected into the

magnetosphere can be determined by calculating the Poynting vector ( ~E × ~H, where

µ ~H = ~B) at each location. The upward component of the Poynting vector gives the

power density in the vertical direction, which can be integrated over a planar area

at 700 km altitude. These power flux results are summarized in Figure 4.7, after

repeating the simulation in 1 kHz increments between 1 kHz and 9 kHz, with the

vertical axes displaying power, in units of dB-Watts.
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The∼20 dB drop in power with increasing frequency between 1 and 9 kHz common

to all panels is due to the decreasing efficiency of ELF/VLF wave generation for

higher frequencies, as reflected in Figure 2.5. For the symmetric implementations,

geometric modulation injects 3−6 dB more power into the magnetosphere, but this

advantage does not appear to be a function of frequency, unlike the ground-based

experimental and theoretical results. Beam painting also appears to yield a smaller

(<3 dB) boost in the total power injected into the magnetosphere, compared to

amplitude modulation. Finally, although the simulations are repeated for the directed

formats, the results are not substantially different, unlike the ground-based results,

where the direction of the formats mattered. We note that the relative effectiveness of

amplitude modulation, beam painting, and geometric modulation for magnetospheric

injection does not appear to be a strong function of frequency, unlike the observed

behavior for Earth-ionosphere waveguide illumination.

4.4 Directional pattern

It is also useful to use our theoretical results to describe the complete radiation

pattern of the different modulation techniques, i.e., the magnetic field received at

certain distance away from HAARP, for receivers at various azimuths. Experimental

measurement of this pattern requires a large number of receivers, spanning multiple

concentric circles around the HF heating facility. Unfortunately, we are limited here

to only two receivers, albeit ones well chosen to be in orthogonal directions and similar

distances from HAARP.

Figure 4.8 shows the directional patterns derived from the model simulations. The

squared magnetic field on the ground (proportional to the power flux) for a certain

radius is calculated at each azimuth from the HF heater. The results are shown in

polar plots, for a radius of 50 km (left column), 500 km (center column), and 1000 km

(right column). The red traces correspond to amplitude modulation, blue traces for

beam painting, and green traces for geometric modulation. The top row covers the

symmetric implementations, and the bottom row shows the directed implementations.

The directed implementations are made in the direction of Juneau, whose direction
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from HAARP is indicated by the black line in each plot. The results here are for the

modulation frequency of 5 kHz, i.e., the same simulations presented in Figure 4.3.

For each trace, the magnetic field power is normalized to the azimuth-integrated

average magnetic field power around the circle, so that a radiating pattern with no

directionality would be a constant value of 1 across all azimuths. The azimuth 0◦

corresponds to geographic North, and the azimuth 90◦ corresponds to geographic

East.

At 50 km radius, very little directionality is evident in the symmetric implemen-

tations, which is not surprising since this location is quite close to the HF heater. At

500 km and 1000 km radii, some directionality becomes evident for the symmetric

radiation, with some preference to direct the signals to the north, and less so to the

East or West. This effect is reasonably consistent for amplitude modulation, beam

painting, and geometric modulation, so this directionality like does not arise from the

particular properties of the beam, but simply a result of ELF/VLF wave generation

via HF heating in general (i.e., propagation effects, and auroral electrojet direction).

The directed implementations in the bottom row are more likely to show significant

directivity, since the HF modulation itself favors a certain direction. The directivity

of all three formats generally grows with increasing radius for the three points shown.

This dependence occurs because the horizontal phasing of the current structure in

the ionosphere has a strong impact on the interference pattern, and this effect is

maximized for locations more to the side of the heated ionosphere, as opposed to

immediately below it.

At 1000 km, geometric modulation generates a gain of ∼6 dB, whereas the am-

plitude modulation and beam painting yield gains of ∼5 dB and ∼3 dB, respectively.

Also, the geometric modulation directivity is in a direction closer to the actual az-

imuth of the sawtooth-sweep, but still ∼15◦ to the South. This result arises because

the directionality inherent to the modulation technique is superimposed on top of the

modulation inherent to ELF/VLF generation in general (which is more favorable to

the south and north).

Finally, the directionality of the sawtooth-sweep can be seen to be a function of

frequency. Figure 4.9 shows the polar plot of the sawtooth-sweep (directed to Juneau,
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toward the black line) for a radius of 300 km (blue curves) and 1000 km (green

curve), and for six different modulation frequencies between 4 and 9 kHz. As the

frequency increases between 4 and 6 kHz, the sawtooth-sweep becomes increasingly

directional. However, beginning at 7 kHz, the main directional lobe splits into two,

so that radiation is not optimally directed toward Juneau, but is indeed directed in

two directions on opposite sides of Juneau.



Chapter 5

Physical Mechanisms

Having discussed the comparative behavior of amplitude modulation, beam painting,

and geometric modulation, both for total power illumination of the Earth-ionosphere

waveguide, directional illumination of the Earth-ionosphere, and magnetospheric in-

jection, we now seek to discuss the underlying mechanisms which control the behavior

of the modulation techniques.

We focus on four physical properties that distinguish amplitude modulation, beam

painting, and geometric modulation. By exploring each one individually, we can

quantify their contributions to the observed behavior. The four properties we discuss

here are: Heat-cool duty cycle, heat-cool time constant disparity, phasing from oblique

heating, and ELF/VLF phased array control.

5.1 Heat-cool duty cycle

Duty cycle refers to the fraction of the ELF/VLF period during which heating occurs,

as opposed to allowing electrons to cool.

Figure 5.1 shows schematically how a varying duty cycle may impact the results.

The black curves in the three panels show two possible modulations of the HF power,

the top panel is with 50% duty cycle (i.e., equal duration ON and OFF), the middle

panel shows 25% duty cycle, and the lower panel shows 10% duty cycle. The iono-

spheric response to that HF, however, is not instantaneous. The green curves show

120
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how the electron temperature (normalized to the maximum) may respond to the HF

heating and subsequent recovery duration, given an exponential rise and decay with

different characteristic time scales (i.e., the electrons may heat very quickly, but re-

cover more slowly, or vice versa). In the top plot, the electron recovery is sufficiently

short so as to allow recovery to only ∼40% of the maximum level. On the other

hand, shortening the HF heating to 25% duty cycle (as in the middle plot) allows

more duration for the electrons to cool, so that the electrons recover further, to 25%

of the maximum level. But if the HF heating is too short, the electrons are not heated

as much as they could be (bottom plot). In this manner, there may be an optimum

duty cycle that maximizes the depth of conductivity modulation, and this optimum

duty cycle may be a function of altitude, HF frequency, modulation frequency, and

HF power density.

The importance of this effect lies in the fact that the amplitude modulation,

beam painting, and geometric modulation intrinsically utilize different duty cycles.

In the amplitude modulation experiments and modeling results described here, the

ON portion (heating) of the ELF/VLF period corresponds to 50% of the ELF/VLF

period (though this can be controlled). However, due to the continuously ON nature

of geometric modulation, the fraction of the ELF/VLF period during which heating

occurs at a given location is not necessarily the same, nor is it fully controllable.

Rather, the duty cycle is more generally set by the ratio of the area of the heated

region to the total area illuminated during the geometric modulation format. Figure

5.2 shows a schematic of the size of the beam (red) where heating occurs, and the

area covered by the rest of the beam motion (blue), where electron cooling occurs,

for both the circle-sweep (left panel) and the sawtooth-sweep.

For instance, at 3.25 MHz, the 3-dB width of the HF heating beam is ∼15.8◦ and

∼12.7◦ in the north-south and east-west directions, respectively, or ∼360 km2. The

total area covered by the beam if circled at a 15◦ angle from vertical is ∼3000 km2,

so the average duty cycle is ∼12%. For the sawtooth-sweep, the total area covered

by the beam is ∼1360 km2, so the average duty cycle is ∼26%. For most amplitude

modulation experiments run previously with square wave modulation (as opposed

to sinusoidal modulation), however, the duty cycle has been 50%, to maximize the
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Figure 5.2: Heating and cooling areas in geometric modulation

harmonic content of the fundamental frequency.

To understand and quantify the importance of the substantially different duty

cycle intrinsic to geometric modulation, we conduct an experiment in which the duty

cycle of AM heating is varied between 15% and 60%, at several different ELF fre-

quencies. The HF beam is square wave amplitude modulated and directed vertically.

These data are presented in Figure 5.3, for five different ELF/VLF frequencies, ob-

served at both the Chistochina and Juneau receivers. The analytical harmonic con-

tent of a square wave with varying duty cycle is also shown with a dashed line; this

result would be expected if the ionosphere responded much faster than ELF/VLF

time scales. The data from the two locations demonstrate similar results, although

the Juneau receiver detects the signals with lower SNR as a result of the ∼700 km

distance from HAARP to Juneau.

For all ELF/VLF frequencies shown in Figure 5.3, the peak amplitude occurs for

duty cycles between 30% and 50%. These results can be explained in the context of

the ionospheric response to heating, and recovery back to ambient conditions. Earlier

workers Rietveld et al. [1986]; Barr et al. [1999] approximated the ionospheric changes
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Figure 5.3: Observed effect of duty cycle on ELF/VLF generation

as resembling an exponential approach toward a steady state value (for heating) or

ambient value (for cooling) with characteristic heating and cooling time constants,

and in these past studies it has been possible to empirically determine these time

constants with ELF/VLF data generated with HF heating of the ionosphere.

If the ionospheric temporal response is considered as such, then a duty cycle below

50% would be more effective at maximizing the amplitude if the cooling time constant

were substantially longer than the heating time constant, since the HF beam need

not waste time heating the electrons beyond steady state, but does need to allow time

for the electron temperatures to return closer to the ambient values.

The optimal duty cycle also decreases with increasing ELF/VLF frequency (at

least at Chistochina), where the OFF durations are too short to allow sufficient recov-

ery of ionospheric electron temperatures On the other hand, at the lowest frequency,
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510 Hz, the temporal evolution of the electron temperatures most resembles a square

wave (shown in gray dashed line), since the ON and OFF durations are the longest

(compared to the characteristic heating and cooling time constants).

We are particularly interested in the role of the reduced duty cycle in the ob-

servations presented earlier. Although duty cycle variations between 30% and 55%

are associated with only small (i.e., <1.5 dB) changes in the received ELF/VLF am-

plitude, duty cycles substantially lower (i.e., <20%) result in a 2−6 dB loss in the

received amplitude, with the loss being smaller at the highest ELF/VLF frequencies.

Therefore, for the 3.25 MHz circle-sweep, where the duty cycle is only ∼12%, gen-

eration strength may be adversely affected by the lower duty cycles, particularly at

the lowest ELF/VLF frequencies. This frequency-dependent loss due to lower duty

cycle is similar to the frequency dependence observed in Cohen et al. [2008b] where

geometric modulation becomes increasingly more effective (compared to vertical-AM)

above 3 kHz.

The optimal duty cycle is likely a function of the electron recovery rates, which

are functions of altitude. Experimental observations cannot (at least in a reliable

manner) distinguish the optimal duty cycle at all altitudes, since the radiation com-

ponents from all altitudes are combined into a single observation at the ground, with

one altitude range likely dominating the observed signal at Chistochina. Hence, to

describe the effect of heating and cooling durations, it is helpful to use theory. In

particular, we use the single altitude simulation as used to produce the results of

Figure 2.5, especially since it is independent of the ionospheric electron density pro-

file. Utilizing an assumed maximum HF power density, we can simulate the heating

and cooling dynamics for different combinations of ON and OFF duration. For each

simulation, we extract the first harmonic of the Hall conductivity modulation, as is

also done in Figure 2.5. As discussed in Chapter 2, the Hall conductivity modulation

dominates the ELF/VLF radiation, so we specifically focus on that as opposed to the

Pedersen conductivity.

Figure 5.4 shows the results of repeated HF heating simulations with an HF power

density of 20 mW/m2 at 3.25 MHz, and square wave amplitude modulation with ON

and OFF durations varying between 50 µs and 4.5 ms. The three columns correspond
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to simulations with the neutral densities at altitudes of 70 km (left), 80 km (center),

and 90 km (right). The amplitude of the Fourier-extracted Hall conductivity is shown

normalized to the maximum in each panel. In each plot, the three white reference

lines indicate the locus of points with duty cycle 75% (upper), 50% (center), and 25%

(lower), while the three black reference lines correspond to 300 Hz (upper), 1 kHz

(center), and 3 kHz (lower). The top row is for an HF power density of 20 µW/m2,

the bottom row is for 20 mW/m2.

The conductivity modulation is substantially weaker at the lower left of each

panel, since this region consists of very high ELF/VLF frequencies, where both the

ON duration and OFF durations are too short. The upper right portion of each panel

has the strongest conductivity modulation, since at these very low frequencies, the

ionospheric recovery rates are much shorter than the HF ON and OFF durations.

This frequency dependence (lower frequencies being more efficient) appears to be a

function of the altitude, with the higher altitudes acting like a low-pass filter with a

lower cutoff frequency, due to the higher recovery times of the electrons.

It can also be seen that optimal duty cycle varies with HF power density. In

the top row, the maximum modulation amplitude occurs close to the line of 50%

duty cycle, whereas for 20 mW/m2, the optimal duty cycle is between 50% and 25%.

The optimal duty cycle also drops for the highest frequencies, consistent with the

experimental observations shown in Figure 5.3.

Additional information on the generated amplitudes as a function of duty cycle

can also be seen by examining the higher harmonics of the received ELF/VLF signal,

and comparing the observed amplitudes as a function of duty cycle to those of generic

waveforms. More information on this is presented in Appendix E of this dissertation.

5.2 Phasing from oblique heating

Figure 5.5 shows schematically how the oblique nature of the HF beam may impact

the phase distribution of the current elements in the heated region. The effect of

phasing from oblique heating was first explored by Barr et al. [1988]. As shown in

the two cartoons on the left of Figure 5.5, the three propagation paths of the HF
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Figure 5.5: Schematic of oblique HF heating effect

energy corresponding to vertical (orange), 15◦ oblique angle (blue) and 30◦ oblique

angle (green), are of differing lengths.

The three panels on the right of Figure 5.5 show the corresponding HF heating

modulation function, assuming that at time t=0, amplitude modulation is applied

at 10 kHz. The propagation delays to 75 km altitude are reflected by t1, t2, and t3

for the three plots. The difference between t3 and t1 is about ∼39 µs, or 39% of the

ELF/VLF period at 10 kHz. This difference means that the ELF/VLF energy at the

ionosphere at a 30◦ beam angle radiates with a phase lag of ∼140◦ compared to the

part of the ionosphere close to directly overhead from the HF heater.

In particular, when the beam is tilted at an angle from vertical, the finite extent

of the beam results in a substantially variable propagation delay from one side of the
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beam to the other, resulting in a phase gradient, particularly at higher frequencies

where the VLF period is shorter.

The resulting phase gradient appearing across the heated region causes the radi-

ation to be directed toward the beam tilt, as noted by Barr et al. [1988]. Although

the difference in detected signal strengths at a distant receiver is only 3−5 dB in

Barr et al. [1988], Moore and Rietveld [2009] claim that this factor may account for

most of the 7−11 dB enhanced amplitude, and 11−15 dB directionality of geometric

modulation. On the other hand, Cohen et al. [2009a] demonstrate that this effect can

at best be responsible for only a small portion of the amplitude enhancement and

directionality associated with geometric modulation.

To experimentally determine the effect of phasing from oblique heating with

HAARP, we employ 50% amplitude modulation, while tilting the beam at an angle

of 15◦, and separately measure the received signal with this tilt at different azimuths

around the circle (in 18◦ increments). We note that ±15◦ is currently the largest angle

over which HAARP can perform geometric modulation (or other rapid beam motion

experiments), although the HF beam can be more generally steered over a 30◦ angle

from vertical. For this reason, AM modulation with a ±15◦ oblique tilting is helpful

in addressing the role that this phase gradient plays in the 7−11 dB amplitude gain,

and 11−15 dB directionality, observed in Cohen et al. [2008b] and confirmed here.

In the absence of receivers at all azimuths in a circle surrounding HAARP, we

effectively rotate the source region in order to derive the directional radiation pattern

of oblique heating based on observations at a single receiver site. We once again

measure the signals both at the nearby Chistochina receiver, and the more distant

Juneau receiver. Figure 5.6 shows a polar plot of the amplitudes received, as a function

of the azimuth of the off-vertical tilt. The red line indicates the direction toward the

receiver. An approximately ∼3−4 dB enhancement in the amplitude is observed

when the AM beam is directed toward the receiver. It should be noted, however,

that the amplitude enhancement observed at Chistochina (unlike that at Juneau) is

largely a function of proximity to the heated region, which changes noticeably with

azimuth of the oblique heating angle. The observations at Juneau are consistent with

the amplitude observations of Barr et al. [1988], despite the somewhat different HF
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Figure 5.6: Received signals for oblique-AM HF heating at different azimuths

array properties between HAARP and the Tromsø heater. This difference is small

compared to the 7−11 dB enhancement, and 11−15 dB azimuth dependence, observed

in association with the circle-sweep and sawtooth-sweep, respectively.

In addition, the enhancement at Juneau from phasing due to oblique heating is

strongest at the highest ELF/VLF frequencies, consistent with the explanation of

Barr et al. [1988] that a phase gradient across the heated region results from the

propagation delays of the HF signal to the ionosphere. At the highest frequencies,

the difference in speed-of-light propagation time between vertical propagation to 80

km altitude, and propagation at 30◦ oblique angle, is ∼0.04 ms. At 5 kHz, this

difference begins to approach a significant fraction of the 0.2 ms period. An alternative

explanation is that the horizontal extent of the heated region begins to approach the

ELF wavelength (60 km at 5 kHz).

A more direct comparison between geometric modulation and oblique-AM HF

heating is shown in Figure 5.7, utilizing the same data shown in Figure 3.10. At

both Kodiak and Juneau, both the circle-sweep and the sawtooth-sweep directed to

the receiver generates higher amplitudes for at least a large position of the frequency

measurements, despite the fact that the geometric modulation formats (particularly
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the circle-sweep) suffers from the detrimental impacts of duty cycle, as discussed

earlier. Hence, the oblique tilting angle inherent in geometric modulation appears to

be insufficient to explain the increased amplitudes and directionality experimentally

observed from geometric modulation.

It is also worth noting that beam painting inherently includes the effect of this

phase gradient, yet does not behave in a manner similar to geometric modulation, as

discussed in Chapter 3. Furthermore, the magnitude and frequency dependence of

the amplitude changes associated with the phasing from oblique heating is roughly

equal and opposite to the size and frequency dependence of the amplitude changes

associated with a low (<20%) duty cycle. For this reason, the adverse impact of

the low duty cycle present in the circle-sweep appears to be roughly compensated by

the enhancement resulting from the phasing due to oblique heating. Furthermore,

changing the angle of tilt (i.e., the radius of the circle-sweep) reduces the effect of

both. While the duty cycle increases with a smaller tilt angle, closer to 50%, the

effect of the oblique tilting is also reduced.
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Consequently, in terms of comparing amplitude modulation to geometric modula-

tion, two of the key physical differences that distinguish them, that of heat-cool duty

cycle, and oblique heating, appear to both have small and counteracting effects on

the generated signal strengths, so that the enhanced amplitudes and directionality

observed from geometric modulation must be attributed at least in significant part

to another mechanism.

5.3 HF pulsing

We now explore an important physical aspect that relates exclusively to beam paint-

ing. As can be seen in Figure 3.1, the technique of beam painting requires rapid

motion of the HF beam in order to maintain a larger heated region of the ionosphere.

A larger antenna gives the potential for more radiation. There is a tradeoff however,

because if the HF beam must scan between N locations, then during the ON portion

of the ELF/VLF cycle, each point in the ionosphere is not heated continuously, but

is heated in short pulses (with HAARP capable of pulses as short as 10 µs). Effective

beam painting as originally proposed by Papadopoulos et al. [1989, 1990] therefore

requires a very high power density in the HF beam (a level discussed later), which

implies a heating time constant much shorter than the cooling time constant, so that

in the time between the pulses (when the beam is directed elsewhere) the electrons

have not cooled much.

Figure 5.8 shows schematically how an increasingly rapid heating rate enables

the short pulses to sustain ionospheric conductivity. The black traces show the ON-

OFF power density at a given ionospheric location. In this case, we show three 10

µs long pulses, separated by 20 µs, corresponding quite closely to the line-paint,

since the HF beam scans between 3 ionospheric locations. The green curve shows an

exponential curve which exponentially approaches either 0, or 1, depending on the

HF power. The heating and cooling occur exponentially, with characteristic times

τHeat and τCool, respectively. This is a first order approximation of the heating and

cooling dynamics, but one that has been employed previously [Barr et al., 1999]. Let

us assume that τCool=165µs, consistent with the estimate given in Barr et al. [1999]
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for the fundamental frequency, and a daytime ionosphere.

The top panel shows the case where the heating and cooling time constants are

equal, the middle panel shows the case for τHeat ten times shorter than τCool, and the

lower panel shows the case τHeat is 100 times shorter than τCool. As the heating time

constant decreases, the average value of the conductivity (shown with the dashed gray

line) rises closer to 100%, despite the fact that the pulse are on for only one-third

of the time. For each panel, the fractional loss (i.e., the amount the gray line drops

below 100%) corresponds to an amount of conductivity modulation lost as a result of

the pulsing nature, as compared to a single long-duration pulse. This loss is the basic

tradeoff of allowing the HF beam to heat multiple locations simultaneously, but for

a very fast heating rate, this tradeoff becomes negligible.

Previous studies at the Tromsø facility [Barr and Stubbe, 1991b; Barr et al., 1999],

using a similar exponential model, have concluded that the ERP levels there are not

sufficiently high to allow beam painting to work as proposed. Although the HAARP

facility has a higher ERP at 3.25 MHz (575 MW) compared to Tromsø (300 MW),

it is not certain that this ERP level is high enough, as well. To evaluate this (at

least theoretically) for the HAARP facility, we once again utilize the single-altitude

HF heating simulation, extracting the first harmonic of the Hall conductivity as in

Figure 5.4. We repeat the simulation for a series of HF power densities between 1

µW/m and 100 mW/m, and a series of rapid (50 kHz cycle) ON-OFF fluctuations

with duty cycles varying between 2% and 98%. In following this procedure we account

for the complete dynamics of the electron heating and recovery rate, and nonlinear

conversion to conductivity changes, rather than assuming an exponential behavior to

the conductivity. We once again focus on the Hall conductivity, due to its dominance

in generating the long-distance radiation from HAARP. As discussed in Chapter 2,

utilization of the single-altitude model also allows us to remove ionospheric variabil-

ity and provide a more generalized solution, and consider only the variation across

altitudes, and HF power densities.

Figure 5.9 shows the average conductivity change induced by pulsed HF heating.

The left panel shows schematically some samples of the HF power modulation function

applied, with varying duty cycle. The middle and right panels show the average Hall
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Figure 5.9: Effectiveness of beam painting by ERP and duty cycle

conductivity change in steady state, at altitudes of 70 km and 90 km, respectively.

The conductivity modulation is normalized to the maximum possible Hall modulation

depth, as in the third panel of Figure 2.4. At the 100% duty cycle level, the average

conductivity change is 100% of the maximum, whereas at 0%, no heating occurs so

the conductivity change is also 0. Everywhere else, the value of the colorbar measures

a loss of conductivity modulation as a result of the finite ERP. The higher the value

of the power density, the lower the duty cycle that can be sustained before this loss of

conductivity is significant, since higher power densities will heat the electrons to the

maximum temperature increasingly fast. Since the line-paint involves cycling the HF

beam between 3 locations, the rapid duty cycle is 33%, as indicated with the upper

dashed line in the two left panels. The grid-paint involves alternating the HF beam

between 9 locations, corresponding to an 11% rapid duty cycle.

For the 575 MW ERP of HAARP at 3.25 MHz, the power density at 70 km

altitude is ∼9.3 mW/m2 for free-space conditions, as calculated from Equation 1.3.

In addition, since the ionospheric absorption below 70 km is small, even for a daytime

ionosphere (as can be seen in Figure 2.7), the actual power density at 70 km is likely
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close to this value. For the line-paint, the loss at the 9.3 mW power level is ∼14%, and

for the grid-paint, ∼5%. At 90 km altitude, a significant portion of the HF power

density has been absorbed, as can be seen in Figure 2.7). Assuming a remaining

power density of 1 mW/m2, the conductivity loss is ∼24% for the line-paint (33%

duty cycle), and 73% for the grid-paint. This conductivity loss may account for

part of the fact that beam painting is apparently no more effective than amplitude

modulation at longer distances from HAARP in the observations of Chapter 3.

Although the beam painting technique relies on a high ERP, it seems that even

the newly upgraded HAARP facility does not always have a sufficiently high ERP

(at 3.25 MHz) to completely sustain high conductivity during the beam painting

technique, but this limitation does seem to relate to only a small fractional loss at

the lower altitudes, and at the highest HF power levels. Furthermore, at higher HF

frequencies, the ERP of the HAARP facility is substantially higher (as much as 3.8

GW at 9.5 MHz), and so the losses associated with the pulsing of beam painting may

in fact be entirely negligible for higher HF frequencies.

5.4 ELF/VLF phased array control

We now discuss the notion of ELF/VLF phased array control. Barr et al. [1987]

describe the creation of a two-element phased array, as a result of having alternated

the beam location between two locations in the ionosphere. Although only two inde-

pendent spots (180◦ out of phase) were possible with the Tromsø facility, the distance

between the two spots could be controlled.

A significant extension of this concept is achieved via geometric modulation. Since

there can be dozens of beam locations within the ELF/VLF cycle, individual beam

locations create separate and independently radiating regions, whose phases can be

controlled by the order in which those regions are heated [Cohen et al., 2008b, 2009a].

This particular aspect is unique to geometric modulation, at least in a more generally

controllable manner. For instance, if the beam locations in the circle-sweep can

be thought of as forming a set of point sources, then those point sources would be

radiating with phases varying around the circle and distributed equally. On the other
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hand, one could just as easily form a nonprogressive circle-sweep, where the angular

steps between the beam locations are smaller for part of the circle-sweep, and larger

for other parts. The phases of the beam locations would then not be uniformly

distributed around the outside of the circle.

We seek to address the importance of this ELF/VLF phased array in controlling

the radiation from geometric modulation. However, isolating the effect of the phased

array via experiment is difficult. The effect of the oblique heating, for instance,

cannot be independently removed, i.e., the HAARP HF beam cannot be made into

an infinitely thin beam. So to evaluate the effect of the ELF/VLF phased array, we

utilize a simplistic model in which all the more complicated physics of the problem is

neglected, including the complex ionospheric plasma response, the Earth-ionosphere

waveguide propagation effects, and the effect of phasing from oblique heating. The

model is similar to that used in Payne [2007, pg.130].

Figure 5.10 shows the structure of this simplified model. The plane 75 km above

a perfectly conducting ground is assumed to contain a series of ideal horizontal point

current sources (10 are shown in the figure), radiating with unit current magnitude,

but with phases varying progressively between 0 and 360◦ (as reflected by the color

of the dot in the diagram). Apart from the perfectly conducting ground (upon which

the receiver is located), the medium is assumed to be free-space.
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Figure 5.11: Point-source, free space model of received fields

The fields at a given location on the ground can be calculated using the magnetic

retarded vector potential, ~A, given as

~A(~r) =
µ◦
4π

∑
i

~Ji
e−k|~r−~ri|

|~r − ~ri|
(5.1)

where ~Ji and ~ri are the currents (as a phasor) and locations of the point sources,

respectively, with respect to the origin, k is the free space wavenumber, and ~r is the

location of the receiver. In addition, the method of images [Griffiths , 1999, pg.121]

is used to account for the ground plane, allowing the entire problem to be treated as

homogeneous free space. Every current element is accompanied by an image current,

at the opposite location on the other side of the ground plane, with horizontal current

magnitude in the opposite direction.

The magnetic field at the location ~r is then calculated from

~B(~r) = ∇× ~A(~r) (5.2)
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Payne [2007] also utilized a full theoretical model consisting of the HF heating

model similar to the one here, as well as a Finite Difference Time Domain (FDTD)

solution to ELF/VLF wave radiation. The radiation pattern on the ground from a

planar ‘disk of current’ is found to be similar to the results of the complete model

(See Figure 4.13), indicating that at least for distances within 50 km of HAARP, a

simple free-space model fairly accurately reproduces the radiation on the ground.

Our purpose here is to utilize this simplified model to isolate only the physical

effects of the ELF/VLF phased array aspect (which comes about via the distributed

phases of the point sources). Figure 5.11 shows the horizontal magnetic field pattern

on the ground (normalized) from the simplified free-space model, within 200 km of

HAARP, for both the circle-sweep (left panel) and sawtooth-sweep (right panel).

There are 20 ideal sources placed in the ionosphere, at an altitude of 75 km. The

sawtooth-sweep is oriented toward Juneau, roughly to the Southeast from HAARP.

Figure 5.12 shows the same results from the complete theoretical model presented in

Figure 4.2.

A number of important aspects are common to both Figures 5.11 and 5.12. For the

circle-sweep, there is a clear null in the center, a few 10s of km wide, directly under-

neath the center of the circle-sweep. The sawtooth-sweep features two regions/lobes of

radiation on the ground, one larger lobe directed toward Juneau, and another smaller

lobe immediately in the opposite direction. In between the two lobes is a null line,

extending from Northeast to Southwest, orthogonal to the direction of the sawtooth-

sweep. The similarities of these characteristics are an indication that the ELF/VLF

phased array plays a dominant role in determining the magnetic field structure on

the ground.

There are nonetheless some differences between the results from the point-source

model (Figure 5.11) and the results from the full theoretical model (Figure 5.12). For

instance, in the full theoretical model, the null in the center is not surrounded by a

symmetric ‘donut’ of radiation, as it is in the free-space model result. Since the sources

in real life are embedded in a plasma rather than free space, this asymmetry may result

from anisotropy of the ionosphere, or from the fact that the Earth’s magnetic field

is inclined by 16◦ from vertical. It is worth noting that the peak of the magnetic
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Figure 5.12: Circle-sweep and sawtooth-sweep magnetic field on the ground

field around the ‘donut’ in Figure 5.11 occurs almost precisely in the geomagnetic

northward direction from HAARP. In addition, for the case of the sawtooth-sweep, the

smaller lobe toward the Northwest is much smaller than the main lobe for the point-

source model, whereas for the full theoretical model, there is about equal magnetic

field values in each. This effect likely arises from the finite size of the HF heating

beam, or the nonlinear response of the ionosphere to HF power.

5.5 Phased array parameters

Having now discussed how an ELF/VLF phased array drives a significant portion of

the observations of amplitudes and directionality associated with geometric modula-

tion, we now seek to characterize the phased array.

Geometric modulation and beam painting share two important features: that the

region of the ionosphere heated by the HF beam is substantially larger than that
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of either vertical-AM or oblique-AM modulation, and that the beam motion invari-

ably involves heating with a beam that is off-vertical. Despite this feature, the two

techniques act quite differently from each other, in that the amplitude enhancement

associated with beam painting appears to be observed only near HAARP, whereas

that of geometric modulation is observable also at larger distances. Additionally, the

directionality inherent in the sawtooth-sweep is opposite to that of the line-paint, in

that it directs radiation along its azimuth, rather than orthogonal.

These differences likely arise from the fact that the radiating ionosphere associ-

ated with the sawtooth-sweep and the line-paint may be characterized as line sources

Stutzman and Thiele [1998, ch.4], or an array of point sources aligned along an az-

imuth. The line-paint acts as a broadside antenna, since there is no phase shift along

the line source [Stutzman and Thiele, 1998, pg.37]. However, the sawtooth-sweep has

an associated phase shift of ∼8.7◦ per km, since the total phase shift along the line

is 360◦, and the length of the sawtooth-sweep at ±15◦ is ∼43 km at an altitude of

80 km. The sawtooth-sweep, acts in a manner that tends toward an endfire antenna

array. The 43 km length corresponds to a free-space wavelength at ∼7 kHz, so near

this frequency, the sawtooth-sweep likely acts closest to an ideal endfire array.

At 7 kHz, the horizontal motion of the beam in the sawtooth-sweep also closely

matches phase velocities of propagating waves in the Earth-ionosphere waveguide

(which are close to the speed of light, particularly for the lower order modes). In

other words, the phase of a propagating wave in the Earth-ionosphere waveguide in

the direction of the sawtooth-sweep shows the same spatial phase variation as the

radiated ELF/VLF from the sawtooth-sweep, which [Borisov et al., 1996] suggests

may be produce Cerenkov radiation. At the lower frequencies, the phase variations do

not line up, because the HF beam moves slower than the speed of light. This phase

incoherence may also explain in part why geometric modulation appears to provide a

smaller advantage compared to vertical-AM at the lower frequencies. This effect also

serves to explain the frequency dependence of the sawtooth-sweep radiation pattern

as observed in Figure 4.9. At frequencies above 7 kHz, the interaction region of the

HF beam at 80 km altitude moves faster than the speed of light. Thus, while a wave

traveling in the direction of the sawtooth-sweep azimuth has a phase velocity in the
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horizontal direction below that of the HF beam, a wave traveling obliquely to the

sawtooth-sweep azimuth does have the same phase velocity in the direction of the

HF beam. Hence, the directional pattern of the sawtooth-sweep splits into two lobes

above the frequency of 7 kHz, as reflected in Figure 4.9.

Furthermore, in Figure 3.9, it can be seen that the frequency range where the

sawtooth-sweep provides an advantage compared to oblique-AM is upshifted com-

pared to the frequencies where the circle-sweep provides an advantage over oblique-

AM, which may be due in part to the speed of the ELF/VLF source as compared to

the speed of light. In particular, the ELF/VLF source moves at a faster spatial rate for

the circle-sweep than it does for the sawtooth-sweep at the same ELF/VLF frequency,

since the circumference of the circle is longer than the length of the sawtooth-sweep.

Hence, the speed of the source in the circle-sweep matches the speed of light at a

lower ELF/VLF frequency as compared to the sawtooth-sweep.

Unlike the line-paint, the phases of the ionospheric sources of geometric modula-

tion can be more generally controlled by the sequential order in which the HF beam

heats the ionosphere, which dictates the relative phases of each beam location. In

essence, the end result is a much larger extension of the two-element array reported by

Barr et al. [1987]. Cohen et al. [2008b] therefore suggest that geometric modulation

effectively creates a controllable large-element ELF/VLF phased array, and that this

feature at least in part accounts for the amplitude enhancement and directionality

associated with geometric modulation.

It is practically impossible to control the phase of an infinite number of locations,

because the finite size of the HF beam limits the spatial resolution of the phased ra-

diating ionosphere, and therefore the number of independent elements. For instance,

the size of the beam at 3.25 MHz is ∼360 km2 at 80 km altitude, but the total area of

the ionosphere covered during the 15◦ circle-sweep is ∼3000 km2, or ∼8 times larger.

With the 3.25 MHz beam at HAARP implementing a circle-sweep, the maximum

number of beam spots which can be independently controlled is ∼8, since a larger

number of locations requires that they overlap, in which case they are cannot be

independently controlled. The sawtooth-sweep at 3.25 MHz allows ∼4 independent

beam spots.
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5.6 Discussion

There are a number of ways to further analyze the results of the novel observations

presented in Chapter 3. In Chapter 4, we endeavored to reproduce results using a

complete theoretical model including all the physics that are most important to the

problem. Although this approach yielded good results, our purpose in this Chapter

has been different. Since the behavior of geometric modulation, beam painting, and

amplitude modulation as observed in Chapter 3 appears to be very complicated, the

purpose here is to break down the observations into its contributing pieces, each of

which varies in a somewhat more simplistic fashion.

We have discussed in this chapter several different physical mechanisms each of

which contributes to the behavior of ELF/VLF radiation from modulated HF heat-

ing. The relative contributions of these processes are functions of many parameters,

including HF beam power and radiation pattern, electrojet spatial variations, HF

frequency, ELF/VLF frequencies, and others. Future experiments involving beam

motion should take these separate contributions into account for the particular param-

eters of an experiment, including the possibility of utilizing beam motion of ELF/VLF

wave generation at other HF heating facilities.



Chapter 6

Summary and Suggestions for

Future Work

Despite a long history of efforts, ELF/VLF wave generation remains greatly limited.

One of the more promising techniques, involving modulated HF heating of the au-

roral electrojet, remains inefficient. In this thesis, we have explored the properties

of ELF/VLF wave generation via HF heating of the lower ionosphere, in particular,

making full use of motion of an HF beam. In particular, the High Frequency Active

Auroral Research Program (HAARP) facility has at this point in time broken the

record for the highest ERP levels of any HF heating facility, and has implemented

the fastest beam steering ability to date.

In Chapter 1 of this thesis, we reviewed the basic characteristics of the iono-

sphere, magnetosphere, and one point of coupling between the two that takes place

via the auroral electrojet. We illustrated the usefulness of ELF/VLF radio waves,

both natural and manmade, in sensing and studying the physics of the ionosphere

and magnetosphere, and we described the problem of ELF/VLF generation. We then

presented a history of the efforts to produce ELF/VLF waves with HF heating of the

ionosphere.

In Chapter 2, we reviewed the basic magnetoionic principles that dictate the

plasma physics of the D and E region of the ionosphere. We then described the

details of a physical model to simulate the propagation and energy deposition of

144
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an HF wave passing through the ionosphere, and subsequent ionospheric reaction

and recovery, leading to time-varying ionospheric conductivity. Next, we outlined a

model of ELF/VLF Earth-ionosphere waveguide propagation, which begins with the

conductivity changes and simulates the illumination of Earth and magnetosphere by

the radiated ELF/VLF waves. Particular results for amplitude modulated heating

were also shown.

In Chapter 3, we utilized an extensive experiment to compare amplitude modula-

tion, beam painting and geometric modulation. The former is used as a baseline due

to its long history as the baseline for ELF/VLF wave generation experiments, and

latter two are techniques made possible only as a result of HAARPs new capabilities.

We find that the three behave quite differently depending on frequency and location

of receiver, and discuss both wave generation, and directionality.

Chapter 4 presented a theoretical equivalent of the same results, utilizing the

model in Chapter 2, and found generally good agreement between theory and exper-

iment. The model was then extended to discuss the complete directional pattern in

the Earth-ionosphere waveguide, and injection into the magnetosphere, both being

topics of interest which are difficult to address with experiment.

Finally, in Chapter 5 we presented four underlying physical mechanisms, and used

a combination of theory and experiment to address the role of each in the observed

(and modeled) behavior of amplitude modulation, beam painting, and geometric mod-

ulation. We find that geometric modulation can be interpreted in large part in the

context of an ELF/VLF phased array, offering unprecedented levels of directionality

than is currently available for such long wavelength applications.

6.1 Future work

Any successful research effort invariably leaves further topics to be explored. A few

items which are not covered in this dissertation but which would be potentially ex-

citing areas for future research are discussed below.
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6.1.1 Equatorial electrojet

HF heating of the equatorial electrojet offers a potentially superior alternative to

the auroral electrojet, in part because of its relative stability, as well as the vertical

orientation of the driving electric fields. On the other hand, there is not currently a

facility available to test ELF/VLF wave generation at the equator. A theoretical effort

could be undertaken to evaluate the potential effectiveness of geometric modulation

and beam painting (compared to amplitude modulation) for the specific conditions

present near the equatorial electrojet.

6.1.2 Intersweep delay times

The implementation of geometric modulation herein assumes that the HF beam re-

mains unmodulated, but this is in general not required. In Chapter 5, it is discussed

that for the sawtooth-sweep at 7 kHz, the speed of the interaction region between the

HF beam and the ionosphere moves at close to the speed of light (i.e., roughly the

phase velocity of subionospherically propagating signals). At lower frequencies, how-

ever, the beam moves slower than the speed of light. This fact may contribute in part

to a lessening of the effectiveness of geometric modulation at lower frequencies. One

possible way to get that advantage back is to add idle times between each sweep. For

instance, a sweep at 3.5 kHz could be conducted where the beam traverses the saw-

tooth pattern in 143µs (i.e., half the ELF/VLF period) and then stays idle for 143µs.

This technique could therefore recover the possible benefits of the ideal phasing of

the beam steps, since during this modified sawtooth-sweep, the beam modes at the

same speed as a 7 kHz sawtooth-sweep with no idle time. On the other hand, since

only half the HF power is used compared to a slower 3.5 kHz sawtooth-sweep, this

technique may adversely impact the results. Experimental evaluation of the effect of

idle times between sweeps may shed more light on this possible approach.

6.1.3 HF heating model with lookup table

In Chapter 2, we presented a novel method of dividing the HF heating into two com-

ponents. The first tracks the nonlinear heating and cooling dynamics as a function of
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HF power density and neutral densities, so that the dynamics can be understood with-

out regard to the ionospheric variations. The second component is the distribution of

the HF power density in the ionosphere, which is strongly ionosphere dependent. In

most HF heating models, including the one here, the two are treated together. How-

ever, separating the two may achieve much faster HF heating calculations, and/or

extension of the model to completely kinetic calculation.

Such an implementation may utilize a lookup table for each altitude, to calculate

the electron temperature change depending on the HF energy at a given altitude with-

out solving the energy balance equation. If that is achieved, than the only quantity

that would have to be explicitly calculated is the distribution of HF power densities

at each altitude, depending on absorption.

6.1.4 Parallel conductivity changes

In Chapter 2, we made the assumption that the parallel conductivity changes induced

by HF heating can be ignored, as has been done in a number of past works. However,

with the advent of more sophisticated propagation models running FDTD models, it is

worth exploring this aspect more directly, so that assumption can be more thoroughly

justified.

6.1.5 Directional pattern

Our formulation of Chapter 4 included a discussion of the complete directional pat-

tern radiated in the Earth-ionosphere waveguide by various forms of HF heating.

However, at this time, extensive receivers on the ground are not yet available to val-

idate these predictions, apart from the results of Juneau and Kodiak in Chapter 3.

A more extensive network of receivers across Alaska could, particularly to the North

of HAAR, could begin to unravel the experimental directional pattern and therefore

the directional gain from the sawtooth-sweep, for example.
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6.1.6 Beam painting diurnal variations

In Chapter 5, it is found that the ERP of HAARP is sufficiently high for conductivity

modulation at 70 km to occur without losses from short timescale electron recoveries.

At 90 km, however, the ERP appears to be still too small (at least at 3.25 MHz). This

result suggests that there may be a diurnal variation in the efficiency of ELF/VLF

generation via beam painting that is not present in amplitude modulation or geometric

modulation, since daytime and nighttime distribution of the ELF/VLF source height

is very different. Repetition of these comparative formats, such as those presented in

Chapter 3, for many different times of day, can statistically answer this question.

6.1.7 Variation with HF frequency

Due to limitations of experiment and theory, we have utilized an HF frequency of

3.25 MHz in nearly all our experiments and simulations here. The function of these

results on HF frequency should be explored, since this affects not only the amount

of ionospheric absorption of the HF waves, but also the shape (and ERP) of the HF

beam. The ERP and radiated pattern from HAARP is given in Appendix B.

6.2 Concluding remarks

I hope you’ve enjoyed reading this dissertation as much as I have in producing it.

As with many scientific works, there are as many questions newly raised as there

were answered. So while the material here certainly contributes to our understanding

of the auroral ionosphere, of ELF/VLF wave generation, and of ELF/VLF wave

propagation, there is undoubtably more work to be done. I can only hope that the

methods of analysis, and way of posing the problem can be of as much value in

solving future problems as the actual scientific results themselves. I look forward to

witnessing the continuing development of this exciting field of study.



Appendix A

Long Distance Reception

Figure A.1, top left panel, shows the placement of some AWESOME receivers for de-

tection of subionospherically propagating VLF signals generated above the HAARP

facility using AM modulated HF heating, at three different sites in Alaska: Chis-

tochina (62.61◦N, 144.62◦W, 37 km from HAARP), Juneau (58.59◦N, 134.90◦W, 704

km SE of HAARP), and Kodiak (57.87◦N, 152.88◦W, 661 km SW of HAARP). Each

of the Alaska sites use large 1Ω antennas 18 m2 in area or larger. Midway Atoll is

located at 21.21◦N, 177.38◦W, 4466 km SE of HAARP, where a substantially smaller

1.7-m2 antenna is used. The lower left hand panel shows the detected 2375-Hz signals

from HAARP for each of the four sites, on 01-Mar-2007, during a 37-minute period

when the transmission format was consistent, and the signal generation process in

the ionosphere was particularly effective.

Moore et al. [2007] integrated ELF/VLF data for 60 minutes at Midway in order

to detect signal levels from HAARP at ∼ −55 dB-pT, the farthest such unambiguous

detection of ELF signals generated via this technique. However, in 2007, the HAARP

input power was increased from 960 kW to 3.6 MW, which also increased generated

ELF signal strengths. Figure A.1 shows exceptionally strong signals received at Mid-

way, up to −32 dB-pT (or, ∼200 times more power than the original detection of

HAARP signals at Midway). These signal levels are strong enough to be easily de-

tected in a spectrogram, so that the signal strength can be tracked on a seconds-long

time scale over a long period (in this case, 40 minutes long), as shown in the lower
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left panel of Figure A.1. The signal received is therefore a diagnostic both of the

directionality and strength of the ionospheric source above HAARP, as well as the

ionospheric paths in between HAARP and the various receivers.

In general, the amplitude of generated ELF signals via modulated HF heating

of the auroral electrojet at substantial (>150 km) distances is strongly dependent

on the ionospheric conditions, the strength of the electrojet, the ELF frequency,

and the parameters of the HF heating beam. The simultaneous detection of the

HAARP-radiated signal at multiple sites of varying distances and direction enables

greater understanding of these processes. For instance, the amplitude at Kodiak is

both stronger (by 10−20 dB) and more stable than the signal at Juneau. Cohen

et al. [2008a] attributes this to an effective dipole direction dictated primarily by the

auroral electrojet direction (which, in this case, is likely oriented magnetically east-

west, or generally toward Juneau). Therefore, the period between 0550 UT and 0600

UT, when the signal amplitudes at Juneau decreased while correspondingly growing

at Kodiak, may indicate a slight and gradual rotation of the electrojet field directions,

in such a way as to be more closely aligned with the direction to Juneau.

The network of AWESOME receivers also enables extraction of ionospheric prop-

agation parameters. For instance, the Midway signal gradually strengthens compared

to those at the other three sites. This result is possibly explained by the variation in

ELF attenuation between daytime and nighttime. We note that the HAARP-Midway

great circle path is at the same azimuth from HAARP as the HAARP-Kodiak path, so

that the HAARP-Kodiak path is a diagnostic of the signal en route to Midway. Dur-

ing the 37-minute period shown here, the sunset terminator was in between Kodiak

and Midway, so that during the 37-minute period shown here, the sunset terminator

moved ∼1.5 Mm further down the HAARP-Midway path. Also, during this period,

the amplitude between Midway and Kodiak decreased by ∼9 dB. If such a difference

were explained by the higher attenuation on the daytime side of the terminator, then

the daytime attenuation rate would therefore be ∼6 dB higher. For frequencies not

far from the ionospheric cutoff of the first order modes (∼1.8 kHz), such a difference

is not unreasonable [Davies , 1990, pg.387].



Appendix B

HAARP HF Radiation Pattern

In this dissertation, we have extensively explored the use of motion of an HF heating

beam in generation of ELF/VLF waves via HF heating of the ionosphere. In the

experiments and theoretical investigations therein, the HF beam is taken to be in a

mode which maximizes the ERP, and minimizes the width of the beam. However,

a phased-array facility such as HAARP has considerably more flexibility in terms of

the shape of the beam. For instance, the HAARP facility allows the HF power to be

spread out in either of the two horizontal directions, or in both directions (although

the total power transmitted is roughly the same). We have also considered only the

lowest HF frequencies available with the HAARP facility, 2.75 MHz and 3.25 MHz.

However, further experiments involving beam motion may be possible with dif-

ferent beam shapes and HF frequencies. The data on the radiated HF pattern for

various beam configurations is obtained from M. J. McCarrick and is reproduced here.

Figure B.1 shows the HF power reaching 60 km altitude from HAARP, over a

100 km×100 km side square area, for a number of different HAARP modes. We

consider six different HF frequencies (the rows of Figure B.1) and four different beam

configurations (the columns of Figure B.1). Since the grid of the HAARP array is

oriented 14◦ east of north, the broad-NS modes spread the power in the east-northeast

direction. As the HF frequency increases, the size of the main beam gets smaller and

more tightly focused, while the sidelobes become smaller but more tightly spaced.

The spreading of the HF beam is achieved by dephasing the rows or columns (or
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f (MHz) Narrow Broad-NS Broad-EW Broad-Full
2.75 3.24 (417) 2.66 (100) 2.84 (102) 2.27 (25)
3.25 3.35 (575) 3.02 (151) 3.17 (155) 2.81 (40)
4.50 3.13 (1023) 3.02 (269) 3.10 (275) 2.95 (72)
6.80 3.31 (2291) 3.28 (631) 3.31 (631) 3.28 (170)
7.80 3.24 (2884) 3.24 (776) 3.24 (776) 3.20 (214)
9.50 2.88 (3802) 2.88 (1023) 2.88 (1288) 2.88 (275)

Table B.1: Radiated power (and ERP), in Megawatts, of HAARP beam modes

both) of the HF array, which roughly combines the main beam with the immediate

sidelobes.

Table B.1 shows the ERP resulting from each of the modes in Figure B.1. The

power density at the center of the beam (the peak power density) is given by Equation

1.3, where the ERP replaces GPrad in the numerator.



Appendix C

ELF/VLF Reception and Detection

The ELF/VLF receiver utilized for the measurements presented was developed in

2003 and 2004 by the author of this thesis along with Justin Tan and Evans Paschal.

Although Stanford University has been building and utilizing ELF/VLF receivers

for decades, steady updates in technology sometimes necessitate a redesign of key

components. In particular, the advent of Global Positioning System (GPS) satellites,

and subsequently cheaper GPS receivers, the cheaper cost of manufacturing printed

circuit boards, plus advances in digitization hardware, and computer ability to digitize

and process data in real time, have all contributed to the evolution of the ELF/VLF

receiver beyond a simple antenna and low-noise amplifier (LNA). In this appendix,

we describe this latest redesign of the receiver, and describe a number of performance

characteristics. The receiver is more generally known as the Atmospheric Weather

Electromagnetic System for Observation, Modeling, and Education (AWESOME).

The AWESOME has been widely utilized both for global scientific measurements, as

well as for scientific capacity building and educational outreach under the auspices

of the United Nations sponsored International Heliophysical Year program [Scherrer

et al., 2008; Thompson et al., 2009]. The AWESOME receiver is described by Cohen

et al. [2009b], but the most important aspects for the purposes of this dissertation

are reproduced here.
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C.1 Antenna characteristics

The AWESOME receiver uses wire loop antennas, each sensitive to the component of

magnetic field in the direction orthogonal to the plane of the loop. With two loops,

whose planes are orthogonal both to each other and to the ground, it is possible to

record the horizontal (i.e., along the Earth’s surface) magnetic field at any location.

Though it is also feasible to set up a third loop whose plane is parallel to the ground,

for many applications this measurement is not as useful since vertical magnetic fields

are typically much smaller near the ground, except in the case of significant local sub-

terranean inhomogeneities. The AWESOME receiver can also be configured to record

a third signal from a vertical electric whip antenna, and though such a measurement

is useful for certain specific applications, we focus here only on the electronics and

measurements taken with two orthogonal magnetic loop antennas.

Choice in receiving antenna parameters is discussed by Paschal [1980] and Harri-

man et al. [2009] and are briefly reviewed here. ELF/VLF magnetic-loop sensitivity

and frequency response are controlled by four dependent antenna parameters: resis-

tance (Ra), inductance (La), area (Aa), and number of turns (Na). Sensitivity can

be evaluated by comparing the antenna noise with the signal levels that would be

induced from a certain magnetic field. Antenna noise is dominated by thermal noise

of the wire resistance, given as

Ea = (4kTRa)
1
2 (C.1)

in units of VHz−
1
2 , or noise spectral density, where k is Boltzmann’s constant, and

T is absolute temperature in Kelvin. From Faraday’s law of induction approximated

when the the wavelength is large compared to the antenna size, the voltage induced

in a wire loop from a magnetic field amplitude B at angular frequency ω is given as

Va = jωNaAaB (C.2)

The above equation allows us to relate a given voltage level at the input of the

receiver to an equivalent magnetic field value, since the Na and Aa are characteristics
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of the antenna. This relation is an important property for calibration (discussed

later), since the recorded values can therefore be converted to magnetic field values.

Setting the noise level for a 1-Hz bandwidth in equation C.1 to be equal to the voltage

from a given magnetic field in equation C.2, we can solve for the value of B to arrive

at a field-equivalent and frequency-dependent signal level for Ea, written as

Bn =
(4kTRa)

1
2

NaAajω
(C.3)

The quantity Bn is a measure of the noise level intrinsic to the resistance of the

antenna wire. We then normalize the result by 1/f to obtain a sensitivity metric

Ŝa =
(4kTRa)

1
2

2πNaAa
(C.4)

in units of THz(1/2). The sensitivity as defined here is simply the magnetic-field-

equivalent value of the antenna’s thermal noise in a 1 Hz bandwidth, normalized by

the factor 1/f .

The other important antenna parameter is the turnover frequency, ωa = Ra/La.

For values of ω well above this frequency, the impedance of the antenna (Za = Ra +

jωLa) is dominated by the inductance, and is therefore proportional to ω. However,

since the induced voltage in equation C.2 is also proportional to ω, the current induced

in the loop (Va/Za) will remain constant with respect to frequency. The result is a

flat frequency response for the magnetic loop for frequencies well above ωa.

As mentioned earlier, it is possible to improve Ŝa by simply increasing (AaM)−
1
2 ,

i.e., by increasing either the thickness of the wire, the area of the loop, or the number

of turns. The antenna impedance also changes with these parameters, but for a

specifically chosen antenna impedance (on the basis of the front end impedance of

the preamplifier), a family of different antenna parameters (with significantly varying

values of Ŝa) can satisfy the impedance requirements. Some examples of antenna

parameters fitting the 1.00 Ω and 0.5−1.0 mH impedance are given in Table II of

Harriman et al. [2009].

Using equation C.2, with values of Na = 5 and Aa = 25 m2, we see that a 1 pT

amplitude signal at 10 kHz induces an electromotive force of only ∼7.8 µV in the
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wire loop, so that even the most sensitive loop is only useful if followed by low-noise

amplification. Harriman et al. [2009] describes the techniques for this amplification

used in the AWESOME receiver, which consists of a transformer followed by a low-

noise-amplifier circuit specifically designed for ELF/VLF signals. The transformer-

amplifier pair involves balancing several tradeoffs, as described in Harriman et al.

[2009], but is generally capable of achieving, over ∼2 decades of frequency range,

sufficiently low noise-figure so to add minimally (i.e., <10 dB) to the limiting antenna

thermal noise, and is designed specifically to match a given antenna impedance.

C.2 System design

We now describe the basic design principles of the AWESOME receiver. The top pan-

els of Figure C.1 show photographs of the three main components of the AWESOME

receiver: The antenna, preamplifier, and line receiver. The AWESOME receiver

samples data at 100 kHz, nominally facilitating signal detection up to 50 kHz with-

out aliasing. Furthermore, the 16-bit sampling nominally enables 96 dB of dynamic

range, although the practical dynamic range (discussed later) is a function of the

input-referred system noise compared to the signal level which saturates or ‘clips’ the

receiver output.

In detecting magnetic field signals on the order of fT−pT, a dominant source of

interference is local electromagnetic fields from 50/60 Hz power lines, whose harmonics

can extend to many kHz, and whose strength can be orders of magnitude stronger

than those of natural ELF/VLF signals. Some of the power-line interference can

be tracked and subtracted in post-processing, provided that the level of power-line

interference has not saturated the output, but it is nonetheless helpful to avoid this

interference altogether by locating the loop antennas far away from such sources,

whereas the recording computer must typically be placed indoors. Figure C.1, bottom

panel, shows a block diagram showing how these goals are realized. The preamplifier,

placed near the antenna, matches the impedance of the antenna and provides low-

noise amplification. The preamplifier must be near to the antenna, as any long cable

may contribute noticeable resistive losses compared to the 1Ω antenna resistance.
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Figure C.1: Photos and block diagram of the AWESOME receiver.
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At the output stage of the preamplifier, a variable-gain amplifier enables additional

multiplication of the signal amplitude by either 00 dB, 10 dB, 20 dB, or 30 dB.

The proper choice of gain level is described later, since it affects both the noise

characteristics of the receiver and its saturation level, and may be different depending

on application and choice of antenna.

The low-frequency response of the receiver (∼800 Hz cutoff), is limited mostly

by the line transformer which matches the preamplifier with the transmission line.

However, the low frequency cutoff can be selected as 80 Hz, 350 Hz, 800 Hz, or 7 kHz.

The first two are used for extremely quiet sites (i.e., located away from 50/60 Hz

interference sources), and are achieved with a gain boost to the lower frequencies that

roughly compensates the loss in frequency response below the turnover frequencies

of the antenna and receiver, thus flattening the response at the low end. The third

setting applies no frequency compensation. The 7-kHz high-pass filter is used at

noisier sites, like rooftops of a building at a school or in general at urban sites,

and generally in situations where only VLF transmitter signals in the 15−30 kHz

range are of interest. The preamplifier also contains a passive RFI suppression circuit

at the front consisting of a series inductor with shunt-to-ground capacitors at both

antenna terminals to ensure that high frequency RF sources (like AM radio stations

or HF transmitters) do not couple in to the receiver. The total power usage of the

AWESOME preamplifier is ∼1 W, or ∼33 mA of current from the ±15 V supply

lines.

The line receiver, located indoors, performs anti-aliasing filtering, GPS time-

stamping and synchronization, and passes both analog signal and sampling clock

signal to a computer for digitization across a shielded cable. The line receiver also

provides power to the preamplifier. Digitization is done with an internal PCI card in

the computer, capable of up to three-channel, 16-bit sampling at 100 kHz per channel.

We currently utilize a card developed by National Instruments, like the 6250M, or a

previous two-channel model, 6034E. The anti-aliasing filter is applied separately on

each channel, using a 12th-order elliptical filter at 47 kHz. The filter reaches ∼95 dB

attenuation by 55 kHz, as shown in the simulated amplitude and phase response in

Figure C.2. Though the use of filter orders above 8 is rare in practice, a 12th order
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Figure C.2: AWESOME Anti-aliasing filter

filter was employed here in order to push the cutoff as close to 50 kHz as possible, so

that VLF transmitter signals at 40.75 kHz (NAU, Puerto Rico), and 45.9 kHz (NSC,

Italy), are within the passband of the receiver. The total power usage of the line

receiver is ∼5 W.

A suitably long shielded multi-conductor cable (currently Belden 1217B) connects

the preamplifier to the line receiver, and consists of four shielded 22 AWG twisted

pairs, designated, respectively, to carry power from the line receiver to the pream-

plifier, and up to three data channels from the preamplifier to the line receiver. For

the three data channels, at both ends of the transmission line, a custom designed line

transformer matches the 75-Ω impedance to the output impedance of the preamplifier

circuit and the input impedance of the line receiver (1.75 kΩ). Since the resistivity of

the cable is rated as ∼5Ω per 100 m, and since the preamplifier regulates the ±15-V

supply to ±10.8 V (and requires ±11.5 V minimum power voltage for supply line

regulation), the maximum cable length given the preamplifier’s ∼1W power is ∼2000

m. Typically, however, 150−500 m is sufficient to locate the antenna far enough away

from power lines.

Since broadband data are sampled at 100 kHz, and 16 bits per sample, data will

accumulate at ∼687 MB per hour, per antenna. So, an entire 24-hour dataset on

two orthogonal antennas will be ∼32 GB. To mitigate the large amount of storage
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required to capture all of this, custom data acquisition software has been developed

at Stanford. Broadband 100-kHz data can be saved for any desired daily schedule, in

continuous fashion, or in synoptic mode (i.e. periodic short snippets), the latter often

being necessary due to the large volume (∼1.5 GB per hour) of data. Narrowband

data can be saved for as many as 16 channels (limited only by the processing power

of the computer), and is typically saved in a single block for the whole day due to

the much smaller volume of data (∼15 MB/hour). The software also enables selected

amounts of data to be sent over the Internet to a server according to a daily schedule,

or transferred to another hard drive or storage medium for occasional collection.

Live, calibrated spectrograms can also be posted on the Internet. A so-called ‘pac-

man mode’ is sometimes used, which enables continuous data to be archived for

several days backlog, with the oldest day being then deleted to make room for the

newest day, to serve as a large buffer useful in the event of geomagnetic storms, or

other events in which the occurrence is not necessarily known until shortly thereafter.

The data acquisition software also includes a number of features intended to recover

automatically and gracefully from a power failure or computer crash. For instance,

the software automatically reboots the computer in the event of an interruption with

the receiver signals, or if the CPU is unable to keep up with the sampling process.

Data are not currently being archived in a publicly accessible fashion, but such a

system is currently being planned, and will be described elsewhere.

C.3 Calibration

Calibration enables the digitally-recorded 16-bit output of the AWESOME receiver

system to be directly related to wave magnetic field values, though the frequency-

varying gain of the receiver must be taken into account. This result is achieved via

injection of a series of known-amplitude signals at the input of the preamplifier, and

measuring the values at the output. The corresponding value of the magnetic field

is known through equation C.2, since the parameters of the antenna as well as the

input impedance of the preamplifier are known.

Although the calibration reference signal can be injected manually at the receiver
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input terminals (generally at a series of frequencies between DC and 50 kHz to span

the whole receiver band), the AWESOME receiver includes an internal calibration

circuit which generates a pseudo-random digital sequence 1023 bits long, with bit

frequency ∼256 kHz. In the frequency domain, this sequence corresponds to a comb

of signals at frequency multiples of ∼250 Hz, with equal amplitudes at all frequencies

below 50 kHz. Therefore, a single calibration reference signal includes all the frequen-

cies to sample the amplitude response of the receiver with ∼250 Hz resolution, since

the individual frequency components can be separately treated in post-processing.

This calibration technique has also been used in some earlier Stanford ELF/VLF

receiver designed by E. W. Paschal.

By comparison of the calibration signal (separately at each frequency component)

with the background noise level, we can also measure the noise levels intrinsic to

the hardware of the receiver, including noise induced via its exposure to an elec-

tromagnetically noisy indoor environment (as electromagnetic noise may couple into

the wires and circuit boards, particularly since shielding magnetic fields is generally

not possible without the use of µ-metal material enclosures). Noise which enters

the system through the antenna can be excluded, since the calibration signal can

be recorded without an antenna attached to the preamplifier, using a ‘dummy loop’

having the same impedance connected instead of the antenna. Furthermore, since the

calibration signal corresponds to a specific magnetic field value for a given antenna

(using equation C.2), the noise levels can be ‘input-referred’, or related directly to a

magnetic field spectral density value, though a specific antenna configuration must

then be assumed.

Although the pseudo-random calibration signal is incoherent, the phase response

can be measured by injecting a signal from a sinusoidal source into one channel of

the receiver, and simultaneously into the other channel of the ADC. Since the ADC

records one channel directly from the source, and one channel from the source via

the receiver, the phase difference in the recorded signal can be used to measure the

delay in the signal, and can be repeated manually for many frequencies. In practice,

however, it is found that the phase response varies by a negligible amount between

different AWESOME receivers, although the amplitude response may vary slightly
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(∼1 dB), due mostly to tolerances to the resistors used in the anti-aliasing filter. For

this reason, an amplitude calibration is usually separately recorded for each receiver,

when it is placed in the field, whereas a generic phase calibration can be applied

universally.

C.4 Gain and sensitivity

We now describe some of the measured performance characteristics of the AWESOME

receiver. Figure C.3 shows some measured properties of the AWESOME receiver. The

top left panel shows the AWESOME receiver frequency response (in units of mV at

the output divided by picotesla at the input). Although the measurement is made

separately in both channels, only one is presented. In addition, these characteristics

vary by a small amount between physical receivers, owing to tolerances in the various

components. The 3-dB cutoff points are at ∼800 Hz (where the line transformer

begins to attenuate the signal) and at 47 kHz (where the anti-aliasing filter cutoff

lies). In order to associate the calibration signal strength to an equivalent magnetic

field, the size of the antenna must also be known. The frequency response is therefore

presented for two different typical right isosceles 1-Ω, 0.5−1.0 mH antenna sizes, a

large loop (25 m2) consisting of a 10-m base and a 5-m height, and second being a

smaller loop (1.69 m2) with 2.6 meter base and 1.3 meter height. We refer to these two

sizes (1.69 m2 and 25 m2) consistently throughout the description of the performance

characteristics. It should be noted that although the calibration may vary slightly

from receiver to receiver, the general characteristics described here apply consistently

across all measured AWESOME receivers.

The phase response, shown in the bottom left panel of Figure C.3, is obtained by

injecting a sinusoidal signal into the front end of one of the receiver channels, and also

directly into the ADC as a reference. The derivative of the group delay with respect

to frequency gives the group delay of the receiver. Within the passband (i.e., between

1 kHz and 45 kHz), the group delay is mostly between 25 and 35 µs (or ∼3 samples

at 10 kHz), rising above 50 µs above 40 kHz as the frequency nears the 47-kHz cutoff

of the anti-aliasing filter.
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The top right plot of Figure C.3 shows the measured input-referred RMS noise

levels with solid lines, for the same two antenna sizes as in the top left panel. The

theoretical noise level of a noise-free receiver (where only thermal noise from the 1 Ω,

0.5−1.0 mH antenna is present) is shown with dashed lines. The vertical separation

between solid and dashed lines is therefore a measure of the noise added in the receiver

electronics. We note that the noise measurements are taken when the receiver is

deployed in the field, as opposed to inside a µ-metal shielding chamber, so all effects of

environmental noise coupling into electronics are inherently included. This particular

noise response is shown for the 10 dB preamplifier gain setting.

We may use this noise floor to establish the minimum detectable signal (i.e., the

smallest signal for which signal-to-noise ratio is 0 dB), which is a function of the

bandwidth of the signal being detected (since the total noise power depends on the

bandwidth), or, alternatively, on the integration time used in signal detection (which

intrinsically sets the bandwidth). VLF transmitter signals operate over a ±100 Hz-

bandwidth, in the frequency range between 18 and 30 kHz, where the receiver noise

levels are ∼−10 dB-fT/Hz1/2 amplitudes for the large antenna configuration, as shown

in Figure C.3, top right panel. Hence, the 200-Hz bandwidth includes total receiver

noise of ∼+13 dB-fT, indicating that VLF transmitter signals in this configuration

as low as ∼4−5 fT can be received with 200-Hz time resolution. Similarly, sensitivity

over the ELF frequency range enables detection of signals over a 1-Hz bandwidth

(i.e., for signals of longer-duration such as chorus needing only 1-s time resolution)

as low as ∼1 fT with the larger (25m2) antenna configuration.

The natural ELF/VLF radio environment on the Earth is dominated by the pres-

ence of so-called radio atmospherics [Chrissan and Fraser-Smith, 1996], or ‘sferics’,

impulsive (∼1 ms) broadband radiation originating from lightning strokes even at

global distances from a given receiver. Typical sferic amplitudes at distances greater

than 500 km are 1−100 picoteslas. Other natural sources of ELF/VLF radiation

detected on the ground such as chorus [Go lkowski and Inan, 2008], hiss [Hayakawa

and Sazhin, 1992], and whistlers [Helliwell , 1965], are often present with substan-

tially smaller amplitudes (<1 pT). The root-mean-square average spectral density

of natural ELF/VLF noise is typically between 1−100 fT√
Hz

in this frequency range
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[Chrissan and Fraser-Smith, 1996]. Signals can also be generated artificially via High

Frequency (HF, 3-10 MHz) heating of the auroral lower ionosphere, with amplitudes

as strong as several pT [Cohen et al., 2008a] or greater. The AWESOME receiver is

sensitive enough to detect even weakly present natural ELF/VLF signals.

The choice of gain settings may affect the noise performance of the receiver, at

the expense of ‘clip level’, or the lowest amplitude signal which may cause saturation

of the receiver output, which in turn affects the dynamic range. Figure C.3, bottom

right panel, shows the input-referred noise response for the receiver (with the 1.69m2

triangle antenna) using all four preamplifier gain settings. Since a higher gain may

cause the noise levels generated in the preamplifier to be higher than the noise levels

generated in the line receiver, increasing the gain from 0 dB to 10 dB lowers the

input-referred noise response of the receiver (although increasing beyond 10 dB shows

only marginal improvements). On the other hand, increasing the gain decreases the

threshold clip level. The effective dynamic range can be taken to be between the

receiver noise level and the clip level. For instance, using the 0 dB preamplifier gain

setting with the larger (25m2) antenna configuration, the total noise level (i.e., the

input-referred field spectral density integrated over the bandwidth) in the pass-band

of the receiver (i.e. between 1 kHz and 47 kHz) is ∼1.6 pT, or ∼75 dB (12.5 bits)

below the clip level. At 10 dB gain setting, the broadband dynamic range is ∼71

dB, while at 20 dB gain, the dynamic range is ∼62 dB, and at 30 dB gain, the

dynamic range is ∼53 dB. Hence, while increasing the gain enables smaller signals

to be detected, such a result comes at the expense of the ability to fully record the

largest signals without incurring receiver saturation. For this reason, the 20 dB and

30 dB gain settings will likely only be used in situations where only small signals

are of interest, since the high gain will reduce the effect of quantization noise, at the

expense of dynamic range.

C.5 Timing accuracy

An accurate 100-kHz sampling clock is crucial for phase-coherent measurements of

VLF transmitters, and to maintain the possible use of VLF interferometry involving
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coherent measurements between sites. For instance, a clock drift of even 1 µs (one

tenth of a sample period at 100 kHz) represents 9◦ of phase uncertainty at 25 kHz,

while ionospheric disturbances often occur with phase changes on the order of 1◦ or less

[Wolf and Inan, 1990]. GPS devices often provide a 1 pulse per second (PPS) timing

signal, from which the 100-kHz sampling signal must be derived. The GPS timing

card used in the AWESOME line receiver (Motorola M12M OnCore) guarantees 10-

20 ns absolute timing on its 1 PPS clock, but in order to extend this timing accuracy

to the 100-kHz sampling signal, the AWESOME receiver uses a feedback scheme

consisting of a 10-MHz voltage adjustable oscillator, whose control voltage is set by a

complex programmable logic device (CPLD) via a 10-bit Digital to Analog Converter

(DAC). The CPLD counts 10-MHz cycles between each 1-PPS GPS pulse, and adjusts

the 10-MHz oscillator speed accordingly. The 10-MHz clock is then divided down to

obtain the 100-kHz sampling clock, so maintaining an exact frequency of the 10-MHz

clock drives the generation of an accurate 100-kHz sampling clock. Without the use

of a feedback system, the 10-MHz clock is guaranteed accurate to 1 ppm (i.e. 1 µs).

A block diagram of the feedback scheme which improves this accuracy by a factor of

10−100 is shown in the top panel of Figure C.4.

At the start of each second, the 100-kHz clock is reset to force a rising edge, but

the absolute timing may nominally drift over the course of the second, depending on

the frequency error of the 10-MHz clock. In principle, the timing accuracy of such

a system should be at least within 1 period of the 10-MHz clock (i.e. 100 ns or 0.1

ppm), since the CPLD can adjust the 10-MHz clock based on the integer number of

cycles between each 1-PPS signal. However, even an error of a fractional number of

samples per second of the 10-MHz clock would eventually cause it to overshoot or

undershoot the number of counts within each second, so better than 100-ns accuracy

should in general be achievable. Because the 10-bit DAC (i.e., 1024 states) adjusts

the speed of the 10-MHz clock over a ±5 parts per million range, an accuracy as good

as ∼0.01 ppm (or 10 ns) may be achievable with this feedback system, if appropriate

oscillator-adjustment schemes are chosen. By design, the timing feedback keeps the

10-MHz clock slightly slower than ideal, but the feedback scheme is designed to keep

this margin as small as possible.
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100 kHz timing circuit block diagram
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This drift present in practice can be quantified by monitoring the phases of VLF

transmitter signals, which use extremely stable oscillators to maintain a consistent

frequency for broadcast. These transmitter signals are typically modulated with a

minimum shift keying (MSK) 200-baud communication scheme over a 200-Hz band.

Software written at Stanford University for use with the AWESOME (and described

later) is used for demodulating the MSK-related frequency variations, thereby obtain-

ing an effective continuous wave (CW) signal with a known phase compared to GPS.

Therefore, timing errors are reflected as a systematic drift in the recorded phase of

these signals over the course of each second.

To detect this systematic drift, a number of consecutive periods of data can be

summed up, i.e., an average epoch can be calculated by superimposing many epochs

on top of each other. The bottom right panel of Figure C.4 shows a 5-second su-

perposed epoch analysis of 23 hours of phase data from the NLK transmitter in Jim

Creek, Washington, operating at one of two frequencies 24.85 kHz and 24.95 kHz, and

recorded at Stanford on 02 June 2008. This result therefore represents the average of

16560 repetitions of the 5-second cycle, which makes any systematic recurrent drift

evident above the general noise levels by effectively removing all variations that are

not periodic at 0.2 Hz. The sawtooth variations of 1-second period clearly visible are

the phase errors generated by the residual imperfection of the AWESOMEs sampling

clock, with the corrections occurring at the start of each second with synchronization

of the sampling clock with GPS. In this case, the phase drift is ∼0.2 degrees at 24.8

kHz, corresponding to a timing error of ∼28 ns, or an accuracy of 0.028 parts per

million of the 100-kHz sampling clock. The same test was repeated for 91 days from

April through July, 2008 when both the NLK transmitter and AWESOME ELF/VLF

receiver operated continuously, and the distribution of these day-averaged errors are

shown in the lower right panel of Figure C.4. Of the 91 days, 81% showed phase drifts

below 60 ns, and none showed a phase drift above 100 ns. The averaged timing drift

is ∼40 ns. These results are consistent with a systematic timing drift time-varying

between 0 and 100 ns per second. Additional improvement in the timing accuracy

can be achieved by increasing the speed of the 10-MHz clock.
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C.6 Cross-modulation and cross-coupling

In addition to the need for highly phase-coherent sampling, a number of VLF ex-

perimental measurements rely on ionospheric modifications induced (either directly

or indirectly) by a VLF transmitter, which affect the propagation of a second VLF

transmitter path through the disturbed region [Inan, 1990]. Thus, an ON-OFF sig-

nal imposed onto the first source may also be imposed in the secondary source via

this nonlinear coupling. Examples of this are transmitter-induced energetic elec-

tron precipitating [Inan et al., 2007a], and radio wave ionospheric heating from VLF

transmitters [Rodriguez and Inan, 1994] and HF antenna arrays [Barr et al., 1985b].

However, such experiments can be complicated by the possibility of cross-modulation

in the receiver, if the degree of possible cross-modulation in the receiver is not properly

quantified, as by Inan [1990] and Moore [2007]. In addition, cross-coupling between

two channels in the receiver can also affect these experiments, and may also adversely

affect magnetic direction finding using the two channels, such as is done with radio

atmospherics from lightning [Wood and Inan, 2002].

Figure C.5 shows the results of a test to characterize both the cross-modulation

and cross-coupling effects. A 25-kHz signal is injected into one of the receiver channels,

while the second channel is left with no signal. The top panels of Figure C.5 show

the spectrum of both channels, with the 25-kHz input signal clearly visible in the

top left panel. We note that the sidebands of the 25-kHz signal are a product of

the spectrogram windowing, and are not really present in the receiver output. The

top right panel shows that the injected signal does indeed cross-couple between the

two channels, but at a recorded signal level that is ∼70 dB smaller than the original

signal, the rest due to a small amount of coupling, perhaps from the grounding or

shared power supply sources between the two channels. The second two panels in

Figure C.5 show a narrowband filter applied around 25 kHz, with a ±25-Hz band,

in order to extract the amplitudes of both the directly injected signal, as well as the

cross-coupled signal. The lower four panels of Figure C.5 show identical narrowband

filter, but applied at frequencies that are 400 Hz and 3 kHz higher than the 25 kHz

input signal. As the third pair of panels show, a small cross-modulation effect can be
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seen in the same channel as the injected signal at a frequency of 25.4 kHz, but this

detected signal is again ∼70 dB smaller than the 25 kHz signal itself, and is due to

the imperfections of the digital FIR filter applied. There is no cross-modulation on

the other channel, and furthermore, there is no detectable cross-modulation (within

at least 80 dB of the input signal) on either of the two channels at 28 kHz. Though

not shown, similar tests at other frequencies yielded very similar results. The result

implies that there will be no receiver-induced cross modulation between two strong

signals, in particular, if one of those strong signals undergoes amplitude modulation,

as in the case of VLF transmitter keying Inan et al. [2007a].



Appendix D

Power Line Interference Mitigation

Ground based measurement of ELF/VLF radio waves has long been a productive

technique in the field of ionospheric and magnetospheric physics for remote detection

and sensing of a variety of geophysical phenomena and structures (many of which are

reviewed by Barr et al. [2000]) such as lightning, sprites, the ionospheric D-region, the

Van Allen radiation belts, the effect of solar and cosmic activity on the ionosphere and

magnetosphere, and electron precipitation from the radiation belts. Furthermore, due

to its comparatively deep penetration into sea water, and efficient long-range prop-

agation (attenuation rates typically a few dB/Mm [Davies , 1990, pg.389] following

the establishment of waveguide modes in the first ∼500 km), ELF/VLF waves prop-

agating in the so-called Earth-ionosphere waveguide have emerged as an important

component of naval communications. ELF/VLF waves are also useful for geophysical

prospecting [McNeil and Labson, 1991].

The natural ELF/VLF radio environment on the Earth is dominated by the pres-

ence of so-called radio atmospherics [Chrissan and Fraser-Smith, 1996], or ‘sferics’,

impulsive (∼1 ms) broadband radiation originating from lightning strokes even at

global distances from a given receiver. Typical sferic amplitudes are 1−100 picotes-

las. Other natural ELF/VLF signals detected on the ground such as chorus [Go lkowski

and Inan, 2008], hiss [Hayakawa and Sazhin, 1992], and whistlers [Helliwell , 1965],

are often present with substantially smaller amplitudes (<1 pT). The root-mean-

square average spectral density of natural ELF/VLF noise is typically between 1−100

174
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fT/
√
Hz in this frequency range [Chrissan and Fraser-Smith, 1996]. Signals can also

be generated artificially via High Frequency (HF, 3-10 MHz) heating of the auroral

lower ionosphere, with amplitudes as strong as several pT [Cohen et al., 2008a] or

greater.

The electromagnetic interference from power lines, or ‘hum’, can often be sig-

nificantly stronger. Power transmission lines are the primary method of delivering

power from electric generation facilities to cities, buildings, and homes, and can be

routed overhead or underground. Underground power lines generally emit weaker

electromagnetic fields, since the individual wires can be placed closer together, but

are typically only used in densely populated areas due to higher costs of installation

and maintenance. The voltage of power transmission lines vary from a few hundred

volts to hundreds of kV, depending on the age of the line and the amount of power

being carried, and the voltages typically alternated at 50 Hz or 60 Hz. The non-

monochromatic nature of these signals generate harmonics of this fundamental which

can extend to many kHz.

The UK National Grid EMF Information site http://www.emfs.info has made

available quantitative measurements of both electric and magnetic fields for a wide

variety of different power lines as far as 100-m distance. For instance, even a low-

power 11-kV line (generally used for <500 Amp or <5.5 MW), will typically generate

‘hum’ magnetic fields at 100-m distance of between 2000 and 90,000 pT, depending on

the structure and loading of the line, i.e., orders of magnitude stronger than typical

natural ELF/VLF signals. Being dominated by near-field energy from power lines,

these fields may attenuate with distance as 1
rn (where n lies between 1 and 3 depending

on the type of line and the conductivity of the ground). Assuming 1/r3 attenuation,

the 2000 pT magnetic field value at 100 m distance would be 2 pT at 1 km distance,

so even low-power lines at km distances can represent a very substantial source of

interference when compared to typical natural ELF/VLF sources.

Even though most of the power in the ‘hum’ may be at the fundamental frequency,

for ELF/VLF radio science applications we must take into account the higher har-

monics, which have varying relative amplitudes and phases and interfere with natural
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signals in the ELF/VLF frequency range. The time-varying nature of the fundamen-

tal frequency is also very important. Drifts in the fundamental frequency are part

of generator and power plant design, effectively acting as a feedback mechanism for

multiple generators to be connected to the same power grid, and for those generators

to respond to changing loads on the power line. These drifts can be very significant.

For instance, a drift of ±0.1 Hz in the fundamental frequency (a reasonable amount,

as will be shown later) implies that the 100th harmonic (at ∼6000 Hz) changes by

±10 Hz. A static notch filter at 6000 Hz would therefore require at least ±10-Hz

bandwidth to consistently remove the 100th harmonic. A series of notch filters, with

±10-Hz bandwidth could be used, but when these filters are spaced out by 60 Hz,

a substantial fraction (at best 1/3) of the total power is removed, and the natu-

ral ELF/VLF signal is therefore distorted. Additionally, coherent subtraction of a

constant-frequency sinusoid would be less accurate, as the interference signal effec-

tively has a finite bandwidth due to the frequency drift, which cannot be captured

by a sinusoid. Adaptive response to changing power-line characteristics may be par-

ticularly important for ELF/VLF magnetic field measurements, since the magnetic

field interference may vary substantially as the load (and thus the current) in the

power-line changes (whereas the electric field interference may be more steady since

the voltage on the power line is more or less constant). It may also be more important

for smaller power grids (like more remote areas), for which fewer loads are present on

the power line at a given time, and fluctuations may be quicker and more pronounced.

Let us assume that the ELF/VLF data record, x, is at least several power line

periods long, and the power-line interference is quasi-periodic nature, i.e., consist-

ing of a fundamental frequency with harmonics at exactly integer multiples at any

given time. The filtering is achieved by subtracting a reconstructed version of the

interference signal from the original signal, i.e.,

xfiltered(t) = xraw(t)− p(t) (D.1)

where p(t) is the reconstructed power-line interference signal. Our task in mitigation
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of the power line signal is to estimate p(t) accurately and with computational effi-

ciency. In this appendix, we describe two particular techniques for mitigating 50/60

Hz (and higher harmonics) interference from power lines. We discuss two techniques,

one in which an adaptive filter is utilized to track the power line interference, and

a second in which least squares estimation is utilized to estimate the power line sig-

nal. The former technique provides good computational efficiency and is currently

capable of being implemented in a real time system (such as live spectrogram genera-

tion), whereas the latter provides slightly more accurate results and may therefore be

preferred for more limited power processing applications. These techniques are also

described by Said [2009, ch.3].

While the techniques discussed here do not diminish the benefit of a remotely

located ELF/VLF antenna (where power-line interference is weak to begin with),

they can greatly aid in removing moderate levels of power-line interference.

D.1 Adaptive filtering

Adaptive filters have been used for removal of power-line interference, both for geo-

physical applications, and in other fields of study. As noted by Butler and Russell

[1993], these techniques tend to fall into two categories: sinusoidal subtraction and

block averaging. The first simply involves estimating the amplitude and phase of

a sinusoid (at the power-line frequency), which is then subtracted from the signal.

Widrow [1975] review adaptive noise canceling and describe a wide variety of appli-

cations, most notably, a 60-Hz subtraction algorithm designed to remove interference

from electrocardiogram (ECG) signals in this manner. This algorithm noticably re-

duces the interference but only at the fundamental frequency.

The so-called ’block subtraction’ technique involves isolating a power-line period

where only the interference is present, and subsequently subtracting this waveform

repeatedly from the ensuing signal, for instance in Furno and Tompkins [1983], Reising

[1998, pg.41] and Cummer [1997, pg.85]. Although this technique intrinsically adapts

to the complete harmonic structure of the 60-Hz interference, it relies on manually

finding a suitable ’interference-only’ power-line period, and still assumes that the
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power-line signal does not change noticeably in time. However, in using only one

block to estimate this power-line signal, it is invariably susceptible to noise (impulsive

and Gaussian) being copied over with every block subtraction. On the other hand,

block subtraction requires very simple computations.

An adaptive filter can also be achieved with hardware. For instance, E. W. Paschal

and M. Trimpi are known to have designed and implemented a hardware-based system

in which a periodically-averaged 60-Hz waveform is built and then subtracted from

the incoming signal as it arrives into the input of an ELF/VLF receiver. A variable

delay in the phasing of the subtraction also accounts to some extent for drifting of the

fundamental frequency [E. W. Paschal, personal communication]. This latter design

bears several similarities with the techniques described here, in that it is also able to

track and subtract the complete harmonic content of the power-line interference.

D.1.1 Theory

Under the adaptive filtering approach, p(t) is calculated via a convolution of the input

signal with an impulse train, i.e.,

p(t) = xin(t) ∗ I(t) (D.2)

We note that depending on the characteristics of the power-line interference, xin

may be the same as xraw(t), or may be after subjecting the signal to low-pass-filtering,

as will be described later. I(t) is an impulse train computed as follows

I(t) =

∑∞
m=1 e

− m
af◦ (δ(t− m

f◦(t)
) + δ(t+ m

f◦(t)
)

2
∑∞

m=1 e
− m

af◦(t)
(D.3)

We note the important fact that f◦ is a function of time. The impulses in I(t)

are time-separated by the time-varying fundamental ‘hum’ period and weighted with

exponentially decreasing values as e−|t|/a, where a is a characteristic adaptation time

discussed below. Hence, the epochs further away from t become exponentially less

valuable in terms of reconstructing the power-line harmonic signal. There is no im-

pulse at t = 0, but the impulses exist for both positive and negative values of t.
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Although this filter is noncausal, which implies a post-processing application, the

filter could be rewritten in causal form (for application to real-time processing) by

removing the second term in the numerator, and eliminating the factor of 2 in the

denominator. The denominator is simply a normalization term, referred to later as

C1. Though this Equation intrinsically applies an exponential window to the data,

the technique would also work with other windows (i.e., Gaussian, Hamming, etc).

The frequency spectrum of I(t) can be written as

I(f) =
1

C1

∞∑
m=1

2a

a2 + (2πa(f −mf◦))2
(D.4)

where C1 is the normalization term equal to the denominator of Equation D.3.

The impulse train therefore effectively defines a series of notch filters at harmonic

multiples of the fundamental period 1/f◦. The depth and bandwidth characteristics

of these filters are a function of a. Equations D.2 and D.3 can be combined as follows

p(t) =
1

C1

∞∑
m=1

e−m/af◦(xin(t−m/f◦) + xin(t+m/f◦)) (D.5)

In practice, since the summations in Equations (D.4) and (D.5) cannot be com-

puted up to infinity, the summation index m is limited by a value M such that e−
M

af◦

is sufficiently small (e.g. 10%) for the limited summation to approximate the infinite

sum closely enough.

The fundamental frequency, f◦, may significantly vary on time scales of seconds,

and must therefore be explicitly calculated as follows.

Φk(t) = arc([xin(t)e−j2πkfnomt] ∗ w(−t)) (D.6)

We first demodulate the signal with a series of complex exponentials, with frequen-

cies at several integer multiples k of the nominal power-line frequency fnom (either 50

or 60 Hz). The values of k are chosen empirically and discussed in the next section.

After multiplying the data with a chosen function w(t), the time-varying argument

(or phase) for each k value is calculated. For each phase signal Φk(t) calculated at

separate harmonics, the estimated fundamental frequency (relative to 50 or 60 Hz)
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as a function of time is then simply the derivative of this phase with respect to time.

f◦k(t) =
1

k

dΦk(t)

dt
+ fnom (D.7)

Each phase signal Φk(t) yields an independent estimate of the frequency variations.

These separate estimates, each of which are affected by the noise content, are then

linearly combined, but must be weighted so that the noisier signals have less influence

on the final frequency estimate.

fest(t) =

∑
k

f◦k (t)

Wk∑
kWk

(D.8)

The weights are determined by

Wk(t) = (
∑
t

(f◦k(t)− f◦k(t))
2
)−1 (D.9)

i.e., inverse of the standard deviation of each estimate with respect to the unweighted

mean of the estimates f◦k(t). Finally, the frequency estimate is then convolved with

an exponential function with characteristic decay time b in order to remove rapid

variations in the frequency estimate which result from lower signal-to-noise ratio

(such as what may occur in the presence of a strong sferic):

f◦(t) = fest(t) ∗ e−
|t|
b (D.10)

We note that this last Equation applies an exponential window to the data, though

the technique would also work with other types of windows (i.e., Gaussian, Hamming,

etc). The estimated frequency signal f◦(t) is then used for the adaptive filtering

described above, in Equation D.3.

D.1.2 Implementation

We now describe the implementation of this adaptive 60-Hz (or equivalently 50-Hz)

filtering technique and discuss its applications, with the following steps:

(1) Step through the raw data in overlapping segments (in this case, 50% overlap is
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used), applying Equation D.6 to each step, and then calculating the frequency of each

segment from Equation D.7. Values of k are chosen here to be 1,3,5,7,9,11,13, since the

first seven odd harmonics of 60 Hz are found empirically to show the highest signal-to-

noise ratio (even harmonics are typically much weaker), though different power-line or

receiver characteristics may require different choices of k. For this step, w(t) is chosen

to be a Hamming function. The applied discrete-time version of the Equation D.6 can

be thought of as a downsampled version of a short time Fourier transform or time-

dependent Fourier transform [Oppenheim et al., 1990, pg.714] filterbank technique.

(2) Combine the various frequency estimates utilizing Equation D.8, and then

apply Equation D.10 utilizing a suitable selection of b, i.e., of a timescale sufficiently

fast so that variations in the fundamental frequency can be effectively included.

(3) Apply Equation D.10 to the result of step (2).

(4) The reconstructed signal in Equation D.2 is determined from the filter in

Equation D.3, taking t = 0 to be the center of the segment, and frequency f◦ inferred

from interpolation of f◦ (so that each segment may be of varying length based on the

calculated time-varying frequency).

(5) The reconstructed interference signal is then subtracted from the signal as per

Equation D.1.

We note that the impulse separation length that would be needed for Step 3 is in

general not an integer number of samples. For sampling frequencies fs substantially

higher than the highest ‘hum’ harmonic, however, the segment length fs/f◦(t) can

be rounded to the nearest integer and the resulting error is found not to impact the

results substantially for the examples shown in this paper (where fs=100 kHz, and

the power-line harmonics are confined below ∼10 kHz). For sampling frequencies not

substantially higher than the maximum power-line harmonic, interpolation may be

required so that this rounding error does not significantly impact the results.

The characteristic adaptation times a and b account for the variation in the power-

line harmonic content and power-line fundamental frequency, respectively, which can

occur in particular as the loading on the power lines changes. Smaller lines with

less stable loading would likely require shorter adaptation times, allowing the filter

to adapt more quickly. On the other hand, shorter adaptation times decrease the
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number of epochs effectively included in Equation D.3, thereby increasing the band-

width of signal that is subtracted and possibly including portions of ‘real’ ELF/VLF

data. Shorter adaptation times also intrinsically introduce more uncertainty into

the frequency calculation, which can adversely affect the quality of the subtraction

technique.

Figure D.1 illustrates the method of frequency tracking and the proper selection

of b. Utilizing the phase-demodulation step, the frequency of the first seven odd har-

monics of 60 Hz are separately tracked, each of which shows a similar frequency-time

pattern superposed onto noise. The frequency variation of each harmonic implies a

variation in the fundamental frequency (after simply dividing by the harmonic num-

ber), so in essence we have seven separate estimates of the time-varying fundamental

frequency. Using Equation D.8, these observations are linearly averaged to form the

best estimate of the power-line frequency. In this case, the 7th and 11th harmonics

can be observed to have the cleanest measurements of the frequency, and therefore

are more heavily weighted. The lower right plot of Figure D.1 shows the linear sum,

which has remarkably low variability despite having excellent (60-Hz) time resolution.

In this particular case, the power-line harmonic can be seen to vary by as much as

∼0.2 Hz on time scales of several seconds, so a value of b below ∼1 s will be necessary

to achieve adequate frequency tracking.

Figure D.2 shows an example of the effect on the post-filtered spectrum by the

selection of a and b. Shown are the 42nd and 43rd harmonics of 60-Hz, for each of two

selections of a and b. The red curves indicate the raw (unfiltered) spectrum (estimated

using Welch’s method), with the blue curves showing the result after subtraction. For

the case b = ∞, the fundamental frequency is forced to be a constant in time. By

comparing the two left-hand plots to the two right-hand plots, it can be clearly seen

that the quality of the subtraction dramatically improves when the frequency tracking

is utilized rather than when the subtraction is carried out simply with a constant value

for the ‘hum’ frequency. In addition, comparing the two right-hand plots (where the

frequency-tracking is adequately employed), we see that the choice of a too high leaves

a significant amount of ‘hum’ interference present, whereas a choice of a too low in

fact subtracts too much of the power content, leading to a ‘well’ (i.e., a depression)
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Figure D.2: Spectrum of ELF/VLF data as a and b parameters are varied

in the spectrum. The well is particularly strong on the 42nd harmonic, which is ∼10

dB weaker than the 43rd harmonic.

The varying characteristics of the filtered data as a function of a (given a suf-

ficiently low value of b = 1 second) are shown in Figure D.3. The top two plots

show a measure of the strength of the harmonics after subtraction, compared to the

strength of the harmonic in the raw data, as a function also of frequency. The two

plots show the even and odd harmonics separately, since the odd harmonics are in

general much stronger. In these plots, 0-dB indicates that the subtraction algorithm

has not reduced the strength of the ‘hum’ harmonic at that frequency. Both plots

show that as the a parameter is reduced, the magnitude of the spectrum begins to

drop further below the magnitudes in the raw data. In particular, the lower values
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of a have a particularly dramatic effect on the highest harmonics, whereas removal of

the lowest harmonics is comparatively easier, and can be achieved with larger values

of a. The same effect can be seen for both the odd and even harmonics, although

the threshold value of a where the subtraction is adequately effective appears to be

different for the two, since the even harmonics are ∼10 dB weaker.

As shown by the ‘well’ in Figure D.2, a choice of a too low removes too much power,

thereby introducing too much distortion into real ELF/VLF data. To illustrate this

effect, the same filter used to derive the subtraction in the upper plots is also applied

to white noise, and the amount of power remaining, as a function of a, is shown in

the bottom left panel of Figure D.3. For instance, for a = 0.1 seconds, ∼20% of the

power in the entire spectrum is removed, indicating that the real power of ELF/VLF
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content is correspondingly reduced.

Figure D.3, bottom right panel, shows the strength of four chosen power-line

harmonics compared to an estimate of the noise floor, again as a function of a. An

ideal choice of a would subtract sufficiently from the power-line spectrum so as to

reduce the harmonic amplitudes approximately to the noise floor, or 0 dB. For this

particular case, values of a in the 0.2−0.4 s range appear to be most appropriate. It

is also apparent that the differing harmonics exhibit different characteristics as the

value of a varies, so that the choice of a may also be dependent on frequency.

In addition, a choice of a too low creates parasitic repetitions of various features in

the data, since the number of periods effectively included in the averaging (reflected by

C1) becomes very small. In Figure D.4, a small 30-ms segment of data is shown from

Kodiak, Alaska, in which a radio atmospheric is clearly present at ∼06:03:20.674. A

parasitic sferic can be seen to appear at ∼20.691 seconds, for a = 1/12, stronger still

for a = 1
60

. This parasitic signal is simply a repetition of the larger sferic, but occurs

∼17 ms(or one period of 60 Hz) later, as a result of the subtraction. This effect

can be mitigated by applying a zero-phase low-pass filter to xraw in order to form

xin. If the power-line harmonics only contain significant power up to a frequency f1,

then only the frequency content below f1 needs to be included in the reconstruction.

The reconstructed signal with only frequency content below f1 can still be coherently

subtracted from the unfiltered raw signal if a zero-phase low-pass filter had been

employed.

Utilizing the aforementioned methods, it may also be possible to determine a and

b automatically and dynamically, so that this filtering technique can be very generally

applied in a real-time system, or also without a-priori investigation or assessment of

the power-line characteristics. Computation time for this algorithm is determined to

be easily short enough for real-time operation.

D.2 Least squares estimation

A second possible method of estimating the power-line interference comes from least-

squares estimation. Assume that for a given length of data, the power line frequency
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Figure D.4: Time series data for varying values of a
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f◦ is constant. In this case, the interference signal p(t) can be written in terms of a

sum of individual harmonic components, from the following equation

p(t) =
k=1∑
K

(Ak cos(2πf◦kt)Bk sin(2πf◦kt)) (D.11)

where Ak and Bk are real coefficients which indicate the sin and cosine components

of the power line interference at the kth harmonic, assuming the power line signal

has K harmonics that need to be subtracted.

To setup our least squares problem, we rewrite D.11 as a matrix equation, or

p(t) = PY (t) (D.12)

where P is a 2K × 1 matrix, containing the sine and cosine coefficients, as follows

P =



A1

A2

...

AK

B1

B2

...

BK


(D.13)

and Y (t) is a K × T matrix (where T is the length of data being estimated) defined

with rows containing sine and cosine functions, as follows
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Y (t) =



cos(2πf◦t)

cos(4πf◦t)
...

cos(2Kπf◦t)

sin(2πf◦t)

sin(4πf◦t)
...

sin(2Kπf◦t)


(D.14)

We can now rewrite our ELF/VLF data as

x(t) = PY (t) + n(t) (D.15)

where n(t) includes everything else in the ELF/VLF data (natural ELF/VLF signals,

VLF transmitters, and other local interference sources) which, for the purposes of

this estimation problem, is noise. Our task is estimating Y (t) given knowledge of

x(t), a linear operator, and additive noise. For cases where n(t) is white Gaussian,

the optimal mathematical solution is well known, and is given by

Yest = (P TP )−1P Tx (D.16)

Unfortunately, Equation D.16 is really a nonlinear matrix equation, because f◦

is not immediately known. So we apply Equation D.16 and search for a value of f◦

which minimizes the residual error, or

ERes = (Yest − Y )(Yest − Y )T (D.17)

Once the value of f◦ which minimizes ERes is found, the solution of Yest is consid-

ered optimal, and p(t) is now fully specified.

The number of harmonics K can be arbitrarily specified, they need not be a

consecutive seties of integers, but they can simply contain the strongest harmonics

of the power line. For instance, in the presence of natural noise which obscures the
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power line signals below ∼ 1 kHz, the values of k can be chosen to include only

higher-order harmonics of 50/60 Hz, those above 1 kHz.

Due to the fact that nonlinear estimation via least squares requires a matrix

inversion, as well as repetition of the linear optimization to find the correct frequency,

this technique is in practice much more computationally intensive, and cannot in its

current form be used for real-time data processing.

D.3 Examples

Figure D.5 shows the results of the two subtraction algorithms applied to a 10-second

record of ELF/VLF data taken from Valdez, Alaska (61.06◦ N, 146.02◦ W). In both

panels, the first 10-second period show unfiltered data, the second 10-second period

shows data after adaptive filtering (with a = b = 1/3 s), and the third 10-second

period shows data after least-squares power-line estimation.

The left hand panels shows an example of chorus emissions, which can be seen as

a series of brief ∼1 second long rising emissions. Although the chorus elements are

barely visible in the raw data, they are seen to be much clearer in the post-processed

data, both using the adaptive filter approach and the least-squares estimation ap-

proach. The right hand panels shows an example of ELF/VLF radiation generated

with High Frequency heating of the auroral electrojet (a particular instance presented

by Cohen et al. [2008]), utilizing the HAARP facility near Gakona, Alaska. The gen-

erated signal consists of constant-frequency tones at 2375 Hz (3 seconds), 2875 Hz

(1 second), and 2175 Hz (1 second), followed by a ramp from 500 Hz to 3 kHz (5

seconds). The signal-to-noise ratio of both tones and ramps is much larger for the

post-processed casess.

The top two panels show the effect of each technique in a visual spectrogram. In

this presentation, the difference between the adaptive filter technique and the least-

squares estimation technique is barely noticable, as both seem to do an adequate job

at removing the power-line interference.

However, close examination of the spectrum begins to indicate some discernable

differences between the two techniques. The bottom panels show 10-second long
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Fourier transforms of the same data records in the above spectrograms, but here it

is visible that the adaptive filtering technique adds some degree of a ‘well’ at the

frequencies corresponding to the even harmonics of 60 Hz. On the other hand, the

least-squares estimation technique does not leave such an artifact in the data, because

the amplitudes of the harmonics are individually calculated.

The presence of the ramp enables us to evaluate the degree to which the subtrac-

tion algorithm removes the actual frequency content of the ramp, in essence subtract-

ing real data long with the power line interference. In particular, if the subtraction

algorithm removed substantial power from the HAARP signal, the ramp would be

seen to have its frequency content modulated at frequency intervals of ∼60 Hz. How-

ever, the ramp in Figure D.5 does not demonstrate such a deleterious effect for the

least-squares estimation technique, while the adaptive filter technique does gener-

ate some amount of 60 Hz modulation on top of the ramp, due to more imperfect

subtraction.

It should be noted that the least squares technique shown here takes 10−100 times

longer to compute, depending on the parameters chosen for the least-squares harmonic

(and the number of harmonics used to estimate the frequency). Currently, a standard

computer processes a minute of data using the adaptive filter technique in approx-

imately 1s, whereas the least squares technique takes on the order of a minute. So

although the advantage of the least-squares technique is visible for long integrations

or very careful examinations of the frequency content of a given ELF/VLF record,

it is likely not worth the benefit for any low-resolution plotting, such as spectro-

grams. This fact makes the adaptive filter sufficiently useful for live data processing,

such as line spectrogram generation which occurs during many particular times of

experimentation with HAARP.



Appendix E

ON/OFF Duty Cycle Observations

In Chapter 5, we discussed the role of duty cycle (percentage of time during which

heating occurs, as opposed to recovery) in the HF heating experiments described in

Chapter 3. In the duty cycle discussion, we focused in particular on the strength

of the fundamental frequency as the duty cycle is varied, since this is the quantity

that can be directly compared to our observations of geometric modulation and beam

painting.

However, some additional information on the nature of the generation process can

be derived by looking at the higher harmonics of the signal. Harmonic content of gen-

erated ELF/VLF signals from HF heating has been discussed by a number of workers,

as is detailed in Chapter 1. However, it is worth highlighting that Barr et al. [1999]

found that different harmonics (particularly, the odd and even ones) are sourced at

different altitudes. It is also worth noting that for square wave amplitude modulation

as is utilized here, the HAARP-generated HF signal has harmonic content at every

odd number, so that the third harmonic signal received is in part from the component

of the HAARP HF signal at the third harmonic of the fundamental frequency. On

the other hand, the second harmonic of the fundamental frequency is almost entirely

ionospherically generated, resulting from the nonlinear conversion from HF power

modulation envelope to ionospheric conductivity modulation (although the HAARP

HF signal is not a perfect square wave, so it does contain some small second harmonic

content).

193



APPENDIX E. ON/OFF DUTY CYCLE OBSERVATIONS 194

−7.5

−5

−2.5

0

 

 

First Harmonic

510 Hz

990 Hz

1530 Hz

2010 Hz

3030 Hz

Square

Zigzag

Hybrid

−15

−10

−5

0

Second Harmonic

−15

−10

−5

0

Third Harmonic

15 20 25 30 35 40 45 50 55 60

−15

−10

−5

0

Duty Cycle (%)

Fourth Harmonic

Square

Zigzag

Hybrid

Figure E.1: Amplitudes of generated ELF waves as a function of duty cycle
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Figure E.1 shows the amplitude of the first four harmonics received at Chistochina,

as a function of square wave duty cycle, for the same duty experiment discussed in

Chapter 5 (so the top plot is a reproduction of the top panel of Figure 5.3). The

higher harmonics are not reliably detected at Kodiak or Juneau, so we show here

only data from the nearby receiver.

In addition to the experimental data, the analytical harmonic content of three

generic waveforms are shown with the gray lines. The top right corner of Figure

E.1 shows schematically the shape of these waveforms. The square wave has an

instantaneous change between 0 and 1 at both the OFF-ON and ON-OFF transitions.

This waveform would more represent the conductivity modualtion in the ionosphere if

both the heating rate and cooling rate were significantly faster than the time scale of

the modulation frequency (like, for instance, low D region altitudes). The zigzag wave

assumes a linear variation between 0 and 1, rising at a constant rate during the ON

portion, and falling at a constant (but separate) rate during the OFF portion. This

waveform is appropriate if the heating and cooling rates are significantly slower than

the time scale of the modulation frequency, such as is the case at the high D region

altitudes considered here. Finally, the hybrid wave implies an instantaneous rise, but

a linear-rate fall, which would be most representative of conductivity changes when

the heating rate occurs much faster than the modulation frequency, but the cooling

rate occurs much slower, such as for very high-ERP heating at medium D region

altitudes. Comparing the observed variations to the analytical curves may therefore

yield some additional information about the source region.

It is straightforward to convert the received amplitudes at Chistochina to an effi-

ciency measure, since the HF power utilized by HAARP is proportional to the duty

cycle. These results are shown in Figure E.2.
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